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A B S T R A C T

Viruses pose a threat to human health. Understanding how viruses work helps
us develop vaccines and antivirals. Experimental techniques are now advanced
enough to provide quantitative data regarding viral infection. Using this data, we
can develop mathematical models to describe viral infection processes. Two such
modeling paradigms are deterministic and stochastic reaction systems. Useful
mathematical models require accurate estimates of model parameters from data.
In this dissertation, I present parameter estimation methods for deterministic and
stochastic reaction models, focusing on the stochastic models. I present two new
classes of parameter estimation methods for stochastic chemical kinetic models,
namely, importance sampling and approximate direct methods. Using examples
from systems biology, I demonstrate the use of these newly developed methods
and compare them with literature methods with favorable results. Guidelines on
experimental and model design and directions for further research are presented
in the end.
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1
I N T R O D U C T I O N

1.1 motivation

Viruses cause diseases like HIV, HCV and Influenza and pose a threat to human

health. For example, chronic Hepatitis C (HCV) affects approximately 170 million

people around the world. The number of HIV infected patients is about 35 mil-

lion. Billions of dollars of money is being spent to develop vaccines and cures for

these viral illnesses. In contrast, viruses may also be used to treat cancer (oncolytic

virus) and may help in gene therapy (viral gene therapy). Study of viruses and

other biological entities has increasingly become important. Advances in experi-

mental techniques has allowed the quantitative measurements in various biologi-

cal processes. For example, during an in vitro viral infection process, the amounts

of viral RNA, DNA and proteins may be measured over time. Availability of such

quantitative data has allowed us to build mathematical models of biological sys-

tems. Instead of isolating each quantity and attempting to study it individually, a

systems biology approach attempts to study the interactions between the systems.

Mathematical modeling of biological systems is an especially effective approach

for this purpose.
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These biochemical processes are represented as chemical reactions, which can

then be modeled mathematically. The model describes the various reacting species

and contains unknown model parameters, which are usually rate constants. Us-

ing experimental time series data, these unknown model parameters may be esti-

mated. The estimation of model parameters using reaction models is the central

contribution of this dissertation.

Depending upon the physical regime and experimental data, two kind of reac-

tion kinetic models may be formulated — (1) the traditional, deterministic mass-

action models, and (2) stochastic (or random) reaction models. Deterministic for-

mulation applies when the number of molecules of reacting species is large while

the stochastic formulation is valid in the regime of far fewer reacting molecules.

The two modeling paradigms are different and they require different mathemat-

ical approaches. Nevertheless, parameter estimation is a common problem that

applies to both modeling paradigms. Considerable research has been done to de-

velop tools and software that can perform parameter estimation in deterministic

models but parameter estimation in discrete stochastic chemical kinetic models is

still an active area of research.

In this dissertation, I present parameter estimation methods for both kinds of

models. For the deterministic models, I present a brief overview of mathematical

techniques and software tools. In the case of stochastic models, I present two new

classes of parameter estimation methods — importance sampling based methods

and approximate direct methods — that I developed over the course of my doc-

toral research. Using relevant examples from systems biology, I demonstrate the

use of the newly developed methods. I also present a comprehensive overview

and comparison of the related literature methods which are based on Markov

Chain Monte Carlo methods. Finally, I present some experimental and model de-
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sign guidelines that are specific to the stochastic chemical kinetic models. This

dissertation contains the following classes of parameter estimation methods for

stochastic chemical kinetic models

1. Closed-form expressions for parameter estimates given complete data

2. Exact inference method based on Markov chain representation

3. Simulation methods

(a) MCMC methods

• MCMC-Unif: MCMC using endpoint-conditioned simulation

• MCMC-MH: MCMC using Metropolis-Hastings approach

(b) CDIS: Importance sampling based methods

4. Approximate direct (AD) methods using limited sampling

1.2 notation and language

A central list of symbols is not provided. There is a finite set of symbols which is

easily exhausted even with the use of superscripts, subscripts and ornamentation.

This thesis covers many fields of study — biology, chemical engineering, probabil-

ity and statistics — each with its own set of preferred symbols. Therefore, creating

a unique notation for the entire thesis not only places a significant burden on the

author, but is also unintuitive for the reader. Each chapter should be treated to

have its own notation. In cases where some notation is inherited from other chap-

ters, it is so indicated. Notation, within each chapter, is defined incrementally

over sections. For example, the notation is presented once in Section 5.1 and then

used by the remaining sections of Chapter 5.

Gamma distribution. A gamma distribution is represented by Ga(a, b) in which a

represents the shape parameter and b represents the rate parameter. The entire
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thesis uses the shape-rate parameterization of the gamma distribution.

Random variables and distributions. As an example, the terms “gamma random vari-

able”, “gamma-distributed random variable”, “random variable from a gamma

distribution” all have the same meaning.

Random variables and their instances. A random variable is denoted by uppercase

(Greek or Roman) letters, for example, X or Θ. The specific instance (or sample)

of the random variable is represented by lowercase (Greek or Roman) letters, for

example, x or θ.

Symbols P, f , p, π. The uppercase symbol, when in the relevant position, P de-

notes the probability (which is between 0 and 1). For a discrete random variable

X, P(X = x) denotes the probability that the random variable X assumes a value

x. As a shorthand, the name of the random variable is dropped, for example,

P(x) represents a shorthand for P(X = x). The name of the random variable is

either the capitalized version of the argument of P(·) or is otherwise clear from

the context. The notation π(Z = z) or π(z) is used to denote the value of the

probability density function of a vector-valued random variable Z (or, in general

a set of random variables Z). The probability of an event will be denoted using

P(·), for example, the probability of the event {Z ∈ A} is written as P(Z ∈ A).

In the appendix, the probability density function and the cumulative distribution

function of a scalar, continuously distributed, random variable T are represented

as fT(t) and FT(t) respectively. To avoid ambiguity between probability and prob-

ability density, the notation p(·), when used, is expressly defined.

Vectors and matrices. Usually, the matrices and vectors are denoted by boldface

characters, for example, X ∈ Rn and Y ∈ Rn×n. Greek letters representing vectors
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or matrices, for example, the stoichiometric matrix, ν, are not denoted using bold-

face. Vectors which are indexed with a subscript, for example, Yi ∈ Rnmeas are not

denoted in boldface.

Abbreviations. Lowercase abbreviations, rv, pdf, cdf mean random variable, probabil-

ity density function, cumulative distribution function, respectively.

Estimates θ̂, k̂i. Unless otherwise stated, the symbols, θ̂ and k̂i represent the maxi-

mum a posteriori (MAP) estimates obtained using the method being discussed. The

subscript MLE is used specifically to denote the maximum likelihood estimates as

θ̂MLE and k̂i,MLE. When Bayesian inference methods are being compared, relevant

subscript such as CDIS will be used to denote the MAP estimates obtained by the

corresponding method, for example, θ̂CDIS and k̂i,CDIS.

Reaction rate and reaction propensity. The term “reaction rate” is only applicable for

the deterministic formulation of a reaction while the term “reaction propensity”

is applicable only for the stochastic version. The two expressions, reaction rate

and reaction propensity, are similar with some differences as described in (Gille-

spie, 1976 [32]). Reaction propensity is also called the “hazard rate” (Wilkinson,

2012 [119]). In this thesis, I use the term “reaction rate” to refer to “reaction

propensity” as well, with the meaning being clear from context.

Deterministic and stochastic parameters, k. Deterministic formulation of a chemi-

cal reaction uses the parameter, k, as the “reaction rate constant” (Rawlings and

Ekerdt, 2004 [85], Gillespie, 1976 [32]) while the stochastic formulation uses the

parameter, k, as the “hazard rate constant” (Wilkinson, 2012 [119]) or “reaction

parameter” (Gillespie, 1976 [32]). Both deterministic and stochastic formulations

use the same symbol, k, to denote their respective rate parameters. Ambiguity
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arises only when the two formulations are being compared, in which case, the

intended meaning of the symbol, k, is expressly specified. Further, I use the terms

“stochastic rate constant” to refer to the hazard rate constant and “determinis-

tic rate constant” to refer to the reaction rate constant. The term “rate constant”

refers to either stochastic rate constant or deterministic rate constant depending

upon context.

Stochastic reactions and deterministic reactions. As discussed in Chapter 2, a chemical

reaction has two formulations, stochastic and deterministic, which are applicable

in different regimes. The phrase “stochastic formulation of the chemical reaction”

is abbreviated to “stochastic chemical reactions”. The same is applicable for the

deterministic case.

1.3 an overview of the thesis

This dissertation considers two major mechanistic modeling paradigms — deter-

ministic and stochastic — used to study systems biology phenomena. The focus

is on assimilating experimentally observed data by estimating relevant model pa-

rameters, specifically in the case of stochastic chemical kinetic models. The rest of

the dissertation is organized as follows.

Chapter 2 – Mathematical Modeling in Systems Biology. This chapter intro-

duces the concept of using mathematical modeling to describe biological systems.

Essentially, a biological system is treated as a set of biochemical reactions which

may be studied using either deterministic or stochastic framework depending on

the physical regime and nature of experimental data. I begin by describing how

to convert a system of reactions into either a set of nonlinear ODEs (deterministic



7

formulation) or a continuous-time, discrete state space Markov chain (stochastic

formulation). Various methods of simulation for both formulations are presented,

with a focus on the stochastic formulation. Similarities and differences between

the two frameworks are discussed. Some definitions and theoretical necessities

are also presented with examples. Finally, the parameter estimation problems for

both frameworks are introduced. This chapter serves as a foundation for later

chapters of the dissertation.

Chapter 3 – Parameter estimation in deterministic models. In this chapter, I

present the methods for estimating parameters using deterministic models. The

nonlinear optimization problem is formulated and the relevant software tools are

discussed. A relevant example from virology is briefly dicussed.

Chapter 4 – Model reduction using stochastic reaction equilibrium assump-

tion. Stochastic and deterministic versions of the reaction equilibrium assumption

(REA) is presented. Two examples, with linear and nonlinear kinetics, respectively,

are presented. For the linear kinetics example, a reduced kinetics is obtained for

the stochastic REA which was previously unknown. Using, the nonlinear kinetics

example, I demonstrate that the deterministically reduced kinetics disagree with

the stochastically reduced kinetics, which was not previously proved.

Chapter 5 – Overview: Parameter estimation in stochastic chemical kinetic mod-

els. In this chapter, I present various methods that have been proposed in the

literature to estimate parameters in stochastic chemical kinetics models. Using ex-

amples, I demonstrate the strengths and weaknesses of these methods. The prob-

lem of parameter inference in the sense of maximum likelihood estimation and

Bayesian estimation is formulated incrementally through this chapter. Specific

insights regarding the informativeness of data are also presented. This chapter
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forms a basis and motivation for the next chapter.

Chapter 6 – New methods for parameter estimation in stochastic chemical ki-

netic models. This chapter is the main contribution of this dissertation. Two new

proposed classes of parameter estimation methods are presented, namely impor-

tance sampling based methods and approximate methods. Drawing upon the

notation in Chapter 5, this chapter provides a detailed development of the two

new classes of methods. Using examples, all applicable methods are compared in

terms of estimator accuracy and computational expense.

Chapter 7 – Parameter estimation in systems biology. Two examples in systems

biology are presented. The first example is a new model of early viral gene ex-

pression developed to describe experiments performed by members of Yin lab.

The second example is taken from the literature. Using simulated data, the newly

developed parameter estimation methods are compared against literature meth-

ods. Some experimental guidelines, specific to stochastic kinetic modeling, are

presented.

Chapter 8 – Conclusions and future directions. A summary of the major contri-

butions of this dissertation is presented. Specific areas in the fields of experimen-

tal measurement techniques, experimental design, modeling, numerical methods,

computational software, probability and statistics that require further research are

identified.
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2
M AT H E M AT I C A L M O D E L I N G I N S Y S T E M S B I O L O G Y

A system of chemical reactions may be formulated using the traditional deter-

ministic paradigm or using the stochastic paradigm. The 1 classical method to

simulate the time evolution of reacting molecules is based on the continuum as-

sumption . When the number of molecules of all reacting species in a set of

chemical reactions is of the order of Avagadro’s number, the concentration can be

assumed to be a continuous real variable. In such cases, classic mass action kinet-

ics can be used to describe the rates of reaction. When the number of molecules

of one or more species is on the order of hundreds or thousands, however, we can

no longer use the continuum assumption. As a result, instead of real-valued con-

centrations we need to consider the integer-valued number of molecules. Another

effect of such low number of molecules is that the classical mass action kinetics is

no longer valid. The reaction rates are no longer deterministic, and a probabilistic

approach is required. Instead of accounting for amount of reactants consumed

(and products produced) in a time interval, we need to account for the probabil-

ity that a reaction occurs in a time interval. This approach of modeling chemical

reactions has come to be known as stochastic chemical kinetics [70, 32, 121], [112,

1Most of this paragraph appears in Gupta and Rawlings, 2013 [43]
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p. 166].

Another difference between the deterministic and stochastic regimes of chem-

ical kinetics is seen in the simulation methods. While the classical, determinis-

tic regime involves solving a system of coupled ordinary differential equations

(ODEs) , the stochastic regime requires a probabilistic method involving repeated

generation of random numbers. Various algorithms have been developed to simu-

late stochastic chemical kinetics starting with the stochastic simulation algorithm

(SSA) , also known as Gillespie’s algorithm [32, 33]. Note that unlike the solu-

tion of a system of ODEs, the SSA produces a different (random) trajectory for

every simulation. Considerable research has been devoted to developing alter-

native algorithms [31, 4] and approximations with applications to various prob-

lems [103, 67, 16, 48, 47].

Cellular processes in systems biology frequently demonstrate intrinsic noise or

randomness [25, 10, 83], which is caused by the presence of low number of react-

ing molecules. Arkin and others [69, 6] used stochastic chemical kinetic models

to explain how a homogeneous population of λ-infected E. coli cells can parti-

tion into sub-populations that follow different pathways. Weinberger et al. [118]

demonstrated that the otherwise unexplained phenotypic bifurcation observed in

HIV-1 infected T-cells could be accounted for by the presence of low molecular

concentrations and a stochastic transcriptional feedback loop. Hensel et al. [52]

developed a detailed model of intracellular growth of Vesicular stomatitis virus

(VSV) to demonstrate that stochastic gene expression contributes to the variation

in viral yields. Neuert et al. [75] developed a stochastic dynamic model to predict

the behavior of mRNA expression in Saccharomyces cerevisiae.

This chapter is organized as follows. In Section 2.1, I describe a general system

of chemical reactions and detail the basic relationship between the deterministic

and stochastic formulations. In Section 2.2 and Section 2.3, I introduce the mod-
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eling and simulation of deterministic and stochastic formulations, respectively.

Finally, in Section 2.4, I define the terms cyclical and non-cyclical kinetics.

2.1 chemical reaction kinetics

Consider a system of chemical reactions with nr reactions, denoted byR1,R2, . . . ,Rnr

and ns species, denoted by X1,X2, . . . ,Xns . This nr× ns system may be represented

as the following system of chemical reactions

R1 : ν′1,1X1 + ν′1,2X1 + · · ·+ ν′1,ns
Xns

k1−→ ν′′1,1X1 + ν′′1,2X1 + · · ·+ ν′′1,ns
Xns

R2 : ν′2,1X1 + ν′2,2X1 + · · ·+ ν′2,ns
Xns

k2−→ ν′′2,1X1 + ν′′2,2X1 + · · ·+ ν′′2,ns
Xns

...

Rnr : ν′nr ,1X1 + ν′nr ,2X1 + · · ·+ ν′nr ,ns
Xns

knr−→ ν′′nr ,1X1 + ν′′nr ,2X1 + · · ·+ ν′′nr ,ns
Xns

(2.1)

The corresponding, nr × ns sized, stoichiometric matrix, ν, may be written as

ν =



ν1,1 ν1,2 · · · ν1,ns

ν2,1 ν2,2 · · · ν2,ns

...
...

...
...

νnr ,1 νnr ,2 · · · νnr ,ns


(2.2)

in which,

νi,j = ν′′i,j − ν′i,j i = 1, 2, . . . , nr, j = 1, 2, . . . , ns

The above notation of a system of chemical reactions and the corresponding stoi-

chiometric matrix is common to deterministic and stochastic formulations. In spite

of this similarity, both formulations have completely different governing equations
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which involve widely different physical and mathematical quantities and defini-

tions. The two important quantities are the parameter ki associated with reaction

Ri and the rate or propensity at which the reaction proceeds.

For the deterministic formulation, the parameter ki, i = 1, 2, . . . , nr, represents

the traditional reaction rate constant while for the stochastic formulation, ki is the

hazard rate constant or the reaction parameter (Gillespie, 1976 [32]) . Note that the de-

terministic reaction rate constant and the stochastic hazard rate constants are not

necessarily equal. To illustrate the difference between the deterministic these two

quantities, I expressly define the deterministic reaction rate constant as kdet
i and

the stochastic hazard reaction parameter as kstoc
i . The definition of the stochastic

reaction parameter was first provided by Gillespie, 1976 [32]. This definition is

re-stated below.

Assumption 2.1 (Fundamental hypothesis of stochastic chemical kinetics [32]).

For a chemical reaction Ri, the reaction parameter kstoc
i may be defined as follows

kstoc
i dt d

= average probability, to first order in dt, that a specific

combination of the reactant molecules of reaction Ri

will react in the next dt time interval (2.3)

Using the above assumption and other assumptions (see Gillespie, 1976 [32]),

the probability that reaction Ri will occur in the next dt time interval.

P(Reaction Ri will occur in the next time interval dt)

= ncomb
i kstoc

i dt + o(dt) (2.4)

in which, ncomb
i represents number of distinct combinations of reactant molecules

of Ri. Using Eq. (2.4), it is clear that the stochastic reaction parameter has the

units of time−1. Table 2.1 shows the values of ncomb
i for various types of reactions.
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Table 2.1: Number of reactant combinations for various types of reactions

Reaction Type Example ncomb

Monomolecular A k−→ B A

Bimolecular A + B k−→ C AB

Bimolecular A + A k−→ B A(A−1)
2

Trimolecular A + B + C k−→ D ABC

Trimolecular 2A + B k−→ C A(A−1)
2 B

Note: The variables A, B and C denote the number
of molecules of the species A, B and C, respectively.

A detailed development of the expressions provided in Table 2.1 may be found

in Gillespie, 1976 [32]. Generalizing Eq. (2.4), the term reaction propensity may be

defined as follows.

Definition 2.1 (Reaction propensity). The propensity of a reaction Ri, denoted by

hi, is defined by the following equation.

P(Reaction Ri will occur in the next time interval dt)

= hidt + o(dt) (2.5)

Under Assumption 2.1 and others [32], the reaction propensity for reaction Ri is

given by

hi = kstoc
i ncomb

i (2.6)

Since stochastic formulation considers a probabilistic view of chemical reac-

tions, the number of molecules of all species are random variables. The reaction

propensity, hi, of a reaction Ri, is a function of the number of reactant molecules.

Thus, hi is also a random variable.
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The deterministic formulation, unlike the stochastic version, defines the term

reaction rate, rdet
i in the familiar manner. The expressions for reaction rate, rdet

i may

be found in Rawlings and Ekerdt [85, p. 193]. The relationship between kdet
i and

kstoc
i is explained by (Gillespie, 1976 [32]) using statistical and physical arguments.

In its essence the relationship between kdet
i and kstoc

i is derived from the following

basic argument [32]

average reaction rate (in
moles

volume · time ) =
E[hi]

NaV
= ri (2.7)

in which, Na ≈ 6.022× 1023 moles−1 is the Avagadro’s constant, E[hi] represents

the expectation of the random variable hi, and V represents the volume of the

reactor V 2. The following example of a monomolecular reaction explains the use

of this argument to derive the relationship between kdet
i and kstoc

i .

Example: Monomolecular reaction

Consider the following monomolecular reaction

A k−→ B (2.8)

in which, k may be interpreted to mean kdet
i or kstoc

i depending upon the corre-

sponding formulation. For the deterministic formulation the rate of change rate of

reaction, r, is defined as

r = kdetcA (2.9)

in which, cA denoted the concentration of the species A in a reactor of volume

V. The units of kdet are time−1, which are also the units for kstoc. The reaction
2For a biological system, for example a cell, the reactor volume V, could be the volume of the

cell.
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propensity for this monomolecular reaction is given by

h = kstoc A (2.10)

in which, A is a random variable denoting the the number of molecules of species

A in a reactor of volume V. Using Eq. (2.7),

E[h]
NaV

= r

kstocE[A] = kdetcA(NaV) (2.11)

in which E[A] denotes the average number of molecules of species A. The con-

centration is related to the number of molecules as

concentration =
average number of molecules

NaV
(2.12)

Using the above relation, Eq. (2.11) can be re-written as

kstocE[A] = kdetE[A]

kdet = kstoc (2.13)

The same argument may be used (with an additional assumption [32]) to de-

termine the relationship between the deterministic and stochastic parameters for

other types of reactions. Table 2.2 provides a few examples. Since the meaning

of the parameter is clear from the context, I use the same symbol k to denote the

both deterministic and stochastic parameters instead of explicitly denoting them

by kstoc and kdet. For the system of chemical reactions in Eq. (2.1), the set of pa-

rameters, ki, i = 1, 2, . . . , nr, are collectively denoted by θ =

[
k1 k2 · · · knr

]T

.



16

Table 2.2: Relationship between kstoc and kdet various types of reactions

Reaction Type Example Relationship

Monomolecular A k−→ B kdet = kstoc

Bimolecular A + B k−→ C kdet = (NaV)kstoc

Bimolecular A + A k−→ B kdet = (NaV)
2 kstoc

Trimolecular A + B + C k−→ D kdet = (NaV)2kstoc

Trimolecular 2A + B k−→ C kdet = (NaV)2

2 kstoc

2.2 deterministic modeling and simulation

2.2.1 Nonlinear ODEs

Given an nr × ns system in Eq. (2.1), the state of the system at time t, when mod-

eled as deterministic chemical reactions is denoted by the vector-valued variable

x(t) ∈ Rns . The ith element of x(t), xi, i = 1, 2, . . . , ns, represents the concentration

of ith species Xi, i = 1, 2, . . . , ns. The variable r ∈ Rnr denotes the vector of rate of

reactions. The rate of change of the state of the system may now be written as

d
dt

x = νTr (2.14)

with the initial conditions, x(0) = x0. This system of nonlinear equations forms

the deterministic formulation of the chemical reaction system in Eq. (2.1). These

nonlinear ODEs may be simulated using a numerical ODE solver (see Section 3.3).

Examples of deterministic formulations of various reaction systems are available

in Chapter 4 and Section 5.3. Experiments provide us with measurements of

states of the system at discrete time points {ti, i = 1, 2, . . . , n}. These measure-

ments represented by {yi, i = 1, 2, . . . , n} may then be used to estimate unknown

parameters θ (see Chapter 3).
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2.3 stochastic modeling and simulation

2.3.1 The Chemical Master Equation

Unlike the deterministic formulation, the stochastic formulation involves the integer-

valued number of molecules instead of concentration. The state of the system at

time t is a vector-valued random variable denoted by X(t) ∈ Rns . Each element

Xi(t) is a scalar random variable denoting the number of molecules of species Xi.

A sample of X is represented by x. Instead of reaction rates, each reaction has an

associated reaction propensity, denoted by hj(x(t), θ). The expression for reaction

propensity is very similar to the the mass-action expression for reaction rate [32]

and contains the stochastic rate parameters.

The stochastic chemical reaction system is governed by a Chemical Master

Equation [112] which describes the time-evolution of the probability distribution

of X. There are many forms of the chemical master equation (CME). One such

form is [48],

d
dt

P(X(t) = x) =
nr

∑
j=1

hj(x− νj, θ) P(X(t) = x− νj)

−
nr

∑
j=1

hj(x, θ) P(X(t) = x) (2.15)

in which,

1. P(X(t) = x) is the probability that the system is in a state x at time t.

2. νj, j = 1, 2, . . . , nr, is the jth row of the stoichiometric matrix ν

Another form of the above CME is called Kolmogorov’s forward equation (KFE)
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which is represented as

d
dt

P(t) = QP(t) (2.16)

P(0) = I (2.17)

Kolmogorov’s forward equation, as written above, denotes continuous time, discrete

state space Markov chain . The CME formulation of the stochastic reaction system

is used in Chapter 4 while the KFE formulation is used in Chapter 5.

A stochastic chemical reaction system may be simulated in two ways — dis-

crete time simulation and discrete event simulation. These are described next.

2.3.2 Discrete time simulation using CME

An obvious (but not tractable) method to simulate the time-evolution of a stochas-

tic reaction system is to solve the above system of linear equations (i. e., KFE) as

follows:

P(t) = etQ (2.18)

Clearly, we can now obtain the probability vector at time t as P(t). Using

P(t) =



P(X(t) = x1)

P(X(t) = x2)
...

P(X(t) = x|S|)


(2.19)

we can simulate the random variable, X(t) by sampling a discrete random vari-

able distributed as P(t) [119, p. 140] using a lookup method. This approach is

similar to the Euler’s method of solution of ODEs in which we (approximately)
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compute the concentration of the system at discrete times. However, instead of

concentrations, we compute the probability vector which is then used to sample

the state of the system. Clearly, the linear KFE ODEs need only be solved once

to generate P(t). But, unlike, the deterministic formulation, the state of the sys-

tem in the stochastic formulation is random, i. e., every time the lookup method

is used a different state may be sampled. Since in this approach, the state of the

system is sampled at discrete times, this method of simulation is called discrete

time simulation.

2.3.3 Discrete event simulation using SSA

Discrete event simulation does not use the CME or KFE equations. Instead, in this

approach, the system of stochastic chemical reactions is interpreted as a system of

independent Poisson processes [41, p. 477] . As a result, without requiring to solve

the CME/KFE, the system may be directly simulated using stochastic simulation

algorithms (SSAs) [32, 33, 34]. Gillespie [32] presented two algorithms — direct

method and first reaction method to simulate the stochastic reaction system. Other

SSAs were developed — next reaction method by Gibson and Bruck, 2000 [31] and

modified next reaction method by Anderson, 2007 [4]. All these four SSA algorithm

are equivalent as they exactly simulate the same system of Poisson processes.

A SSA does not simulate the state of the system at discrete time points. In-

stead it simulates the reaction events directly. Essentially, two (random) quantities

are simulated starting from an initial condition — the time at which a reaction oc-

curs and the identity of the reaction. This is called discrete event simulation because

the discrete reaction events are simulated.

Faster but approximate methods to simulate the reaction system have been

developed, for example, τ-leaping [84, 35, 17, 5], slow-scale SSA [16], and various
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methods based on timescale separation [47, 48, 67, 103] .

2.4 cyclical vs non-cyclical kinetics

Given the framework described above, the terms cyclical kinetics and non-cyclical

kinetics may be defined as follows.

Definition 2.2 (Non-cyclical kinetics). An nr × ns reaction system with a stoichiomet-

ric matrix, ν, is said to be non-cyclical if the transposed stoichiometric matrix , νT has full

column rank. In other words, all nr columns of νT are independent.

A reaction kinetics is said to be cyclical if the transpose of its stoichiometric matrix, νT

has less than full column rank. In other words, νT contains dependent columns.

Corollary: Let r ∈ Rnr denote the number of times each reaction occurred during the

time interval [0, t]. If the reaction kinetics is non-cyclical, then, given the initial state x(0)

and final state x(t), r may be uniquely obtained by solving the linear system

x(1)− x(0) = νTr (2.20)
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3
PA R A M E T E R E S T I M AT I O N I N D E T E R M I N I S T I C M O D E L S

3.1 formulation of the optimization problem

As we have seen in Chapter 2, the deterministic formulation of a chemical reaction

system is a system of nonlinear ODEs

d
dt

x(t) = f(x, θ) (3.1)

x(t = 0) = x0 (3.2)

in which x(t) ∈ Rns represents the state of the system at time t and θ ∈ Rnp .

Each element of the vector represents the real-valued concentration of a species.

Experimental measurements are denoted by the vector y ∈ Rnmeas .

3.1.1 Traditional least-squares problem

In the traditional version of the parameter estimation problem, the measurements

are considered functions of the state

yi = h(x(ti)) i = 1, 2, . . . , n (3.3)
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in which yi ∈ Rnmeas . Given enough measurements, the number of (independent)

equations described above equals the number of unknown parameters, np, and

the parameters may be uniquely determined by solving the above set of non-

linear equations. Since the measurements suffer from experimental error, such

an approach is unreliable because it provides different sets of parameter values

for different sets of measurements. Therefore, more than the required number

of measurements (which involve experimental error) are obtained, which makes

the above system of equations overdetermined 1. The traditional least-squares ap-

proach (invented by Gauss) is used to obtain the parameter values which minimize

the sum of squared errors, Φ(θ)

θ̂ = arg min
θ

Φ(θ) (3.4)

Φ(θ) =
n

∑
i=1

[yi − h(x(ti))]
T[yi − h(x(ti))] (3.5)

=
n

∑
i=1

nmeas

∑
j=1

(yij − hj(x(ti)))
2 (3.6)

The above minimization may be performed by a numerical optimizer (see Sec-

tion 3.3).

3.1.2 Measurement error as a random variable

The measurement error is interpreted as a random variable, V ∈ Rnmeas . A sam-

ple of the random variable V is denoted by v. The measurements are therefore

modeled as random variables themselves

Y = h(X) + V (3.7)

1It is assumed that the model structure in Eq. (3.1) is correct
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and the obtained experimental measurements, y are interpreted as the samples

of Y. Note that the vector-valued measurement function, h(·) is fixed and not con-

sidered random. The measurement errors, V, are assumed to be independently

and identically distributed (iid). Usually, the measurement error, Y is assumed

to have normal distribution and this assumption is justified using central limit

theory arguments [13, p. 77-79].

V ∼ N (µ, σ2I) (3.8)

in which the mean µ and variance σ2 may be known or unknown depending upon

how well characterized the experimental error is. Usually, the mean is assumed to

be µ = 0. Since V are iid, Y are also iid. If v is normal, then Y are also normals [41].

In this framework, the parameters θ may be obtained in a maximum likelihood

framework. The likelihood of the data y is defined as

π(Y = y | Θ = θ) = π(y | θ)

= π(y1, y2, . . . , yn | θ)

=
n

∏
i=1

π(yi | θ)

=
n

∏
i=1

π(Vi = yi − h(x(ti)) | θ) (3.9)

The maximum likelihood estimation (MLE) problem then becomes

θ̂ = arg max
θ

π(y | θ) (3.10)

which is equivalent to the following minimization problem

θ̂ = arg min
θ
− log(π(y | θ)) (3.11)
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in which −log(π(y | θ)) is the negative log-likelihood . Using the definition of the

multivariate normal, the above minimization problem may be re-written as

θ̂ = arg min
θ

n

∑
i=1

[yi − h(x(ti))]
T [yi − h(x(ti))]

= arg min
θ

Φ(θ) (3.12)

Using the definition of the least-squared error, we can see that the MLE problem

is equivalent to the least-squared problem (under the assumptions mentioned).

3.2 gradients, hessian and sensitivity equations

The nonlinear minimization problem in Eq. (3.12) may be solved with less compu-

tation if the gradients of the objective function, Φ(θ) with respect to θ are available.

Before we can obtain the gradients we need to obtain the sensitivity of the state

with respect to the parameters

Sj,k(ti) =
∂xj(ti, θ)

∂θk
(3.13)

j = 1, 2, . . . , ns, k = 1, 2, . . . , np, i = 1, 2, . . . , n

The elements Sj,k(ti), j = 1, 2, . . . , ns, k = 1, 2, . . . , np, form the sensitivity matrix

Si. The gradient of the objective function, 5Φ may now be defined as

5Φ = −2
n

∑
i=1

ST
i

∂h(x(ti))

∂x(ti)

T

(yi − h(x(ti))) (3.14)

Using a Gauss-Newton approximation [85, p. 541], the approximate Hessian may

be obtained as

H = 2
n

∑
i=1

ST
i

∂h(x(ti))

∂x(ti)

T ∂h(x(ti))

∂x(ti)T S (3.15)
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In order to obtain the sensitivities at time ti, we need to solve the the following

augmented system of ODEs [85, p. 583]

d
dt

x(t)

S(t)

 =

 f(x(t), θ)

5xf S(t) +5θf

 (3.16)

x(0) = x0 (3.17)

S(0) = 5θx0 (3.18)

in which, 5xf and 5θf represent the gradients of f(x, θ) with respect to x and θ

respectively.

3.3 software tools

The minimization problem in Eq. (3.12) is solved by using a nonlinear optimizer

which in turn calls the an ODE solver to solve the system of ODEs in Eq. (3.16).

The entire parameter estimation procedure may be performed using the software

parest , developed in the Rawlings research group.

ODE Solvers

The cvodes ODE solver in the SUNDIALS [54] software package is versatile and

was found to perform very well. It also allows for the solution of the aug-

mented system of ODEs Eq. (3.16). Other notable ODE solvers include the legacy

lsode [78, 53], which though not as versatile as was found to be extremely robust.

Automatic differentiation

Note that the solution of the augmented system of ODEs in Eq. (3.16) requires the

computation of gradients 5xf and 5θf. While it is possible to do these numeri-

cally, it is much better to perform the differentiation analytically and provide the
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relevant expressions to the ODE solver. The SUNDIALS solver, cvodes allows the

user to provide these expressions. During the course of research, many candidate

models are explored before a final model is selected. This iterative procedure of

model selection would require the repeated computation of5xf and5θf by hand.

Not only is this process tedious, it is also subject to human error. Automatic differ-

entiation methods [15, 8, 1] provide a convenient alternative. These methods are

basically softwares that automatically compute the required gradients analytically

using only the function f(·, ·). In particular the ADOL-C package [113] was found

to be very convenient as it allowed the combination with cvodes.

Optimizer

Nonlinear optimizers, especially, sequential quadratic programming (SQP) [77]

based methods were found to work well. Octave [78] provides one such imple-

mentation called sqp().

Issues with parameter estimation

These issues are frequently encountered during the parameter estimation as de-

scribed above. Firstly, the optimizer requires an initial guess of the parameter

values θ0. In many cases, it is required that the initial guess be close enough to a

local minima of the optimization problem in Eq. (3.12) to allow the optimizer to

converge to the local minima. Estimation of an initial guess usually require trial

and error. Second, during the course of the optimization, a solution to the ODE is

required at various mathematically feasible but physically unreasonable parame-

ter values. Such parameter values are generally associated with a stiff ODE system

causing the ODE to fail. This in turn stops the optimization procedure.
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Figure 3.1: Diagram of Vesicular Stomatitis virus (VSV) genome

3.4 examples

In this section, I describe two relevant examples that I worked on during my

doctoral research.

3.4.1 Intracellular VSV mRNA kinetics

Vesicular Stomatitis virus (VSV) is a negative strand RNA virus of the Rhabdoviri-

dae family. VSV’s 11-kilobase negative-sense RNA genome encodes 5 genes: the

nucleocapsid (N), polymerase protein (P), glycoprotein (G), matrix protein (M)

and large protein (L). VSV is a weak human pathogen that does not undergo

genetic reassortment (like Influenza A) or recombination and does not integrate

into host cell DNA. Nevertheless, it evokes a strong innate immune response from

competent cells, allows incorporation of large foreign genes and grows in high

titers in laboratory settings. These features make VSV a preferred choice for ex-

perimental studies. Figure 3.1 shows a diagram of VSV genome.

VSV Biology

According to current literature, VSV transcription follows a start-and-stop mecha-

nism [28]. Transcription begins at the 3’ end of the genome when the polymerase

(L-P3) first synthesizes a small 47-nucleotide leader sequence. Subsequently, the

polymerase pauses at every gene junction for 1-2 minutes and re-initiates mRNA

synthesis on the downstream gene with a 70-80% probability. This mechanism

causes transcriptional attenuation such that N mRNA is present in the most amount
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followed by P mRNA until the least abundant L mRNA. It is known that once

sufficient amount of N and P proteins have accumulated in the cell, the RNA syn-

thesis switches from transcription mode to replication mode. Literature provides

more than one hypothesis to explain this behavior. One of most common hypoth-

esis is that encapsidation of the newly formed leader RNA by N proteins sends

an antitermination signal to the polymerase which then begins replication of the

genome length RNA to produce positive-sense genomes (or anti-genomes).

Experimental data and modeling

A possible modeling approach based on the above VSV biology the following

reactions may be written down.

Transcription:

RNP + Pol
k∗1−→ RNP− PolN

RNP− PolN
k−→ NRNA + RNP− PolP

RNP− PolP
k−→ PRNA + RNP− PolM

RNP− PolM
k−→ MRNA + RNP− PolG

RNP− PolG
k−→ GRNA + RNP− PolL

RNP− PolL
k−→ LRNA + n1RNP + n2Pol

Detachment:
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RNP− PolN
kd−→ RNP + Pol

RNP− PolP
kd−→ RNP + Pol

RNP− PolM
kd−→ RNP + Pol

RNP− PolG
kd−→ RNP + Pol

RNP− PolL
kd−→ RNP + Pol

Transcription starts when polymerase (Pol) attaches to ribonucleoprotein (RNP,

which is genome encapsidated with N proteins) to create a ribonucleoprotein-

polymerase complex at the first gene N. This RNP-Pol complex then synthesizes

N mRNA and moves on to RNP-Pol complex at P gene. Due to transcriptional

attenuation the RNP-Pol complex may disintegrate into the ribonucleoprotein and

polymerase. At this point, the polymerase has to start at the first gene N again in

order to synthesize P, M, G, L mRNA.

The experimental data was obtained by a member of the Yin lab as the mea-

surements of VSV mRNA and genomes in terms of numbers of molecules per cell.

While the model above was explored, a simpler model was developed by Timm

et al., 2013 [108].
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4
M O D E L R E D U C T I O N U S I N G S T O C H A S T I C R E A C T I O N

E Q U I L I B R I U M A S S U M P T I O N

Chemical reaction systems usually have a characteristic complicating feature in

that the different chemical reactions occur at vastly different time scales. This

timescale separation results from difference in reaction rates (or propensities) that

span orders of magnitude. In some cases this large difference in reaction rates may

be due to a large difference in reactant amounts (number of molecules or concen-

trations). In other cases, the difference in reaction rates is due to a stark difference

in reaction rate (or propensity) constant. Differences in both reactant amounts and

reaction rate constants may produce an exacerbated difference in reaction rates.

The reaction with larger rates are called fast reactions and the those with smaller

rates are called slow reactions. The system of reactions may be divided into two

timescales – fast timescale and slow timescale .

Timescale separation is present in both stochastic and deterministic chemi-

cal reaction systems. In the case of deterministic reactions, existence of fast and

slow timescales produces a stiff system of ordinary differential equations (ODEs).

Though modern ODE solvers have solved this problem to a large extent, there
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are chemical reaction models which still pose a challenge. The issue of stiffness

is especially encountered while estimating parameters in which the optimizer at-

tempts to solve the ODE at an unreasonable parameter value causing the ODE

solver to fail. The ODE solver failure then halts the optimizer algorithm causing

an abrupt failure of the entire computation. These issues have been discussed

in Chapter 3. In the case of stochastic chemical reactions, timescale separation

causes stochastic stiffness in which a computer simulation spends most of the com-

putation time simulating the fast reactions which advance in extremely small time

steps, thus, resulting in an extremely slow simulation (see [51] for an example).

Therefore, these stiff stochastic systems require prohibitively large computation

effort. When estimating parameters, timescale separation presents a much more

challenging problem in the case of stochastic reactions when compared to deter-

ministic reactions. Parameter estimation in stochastic chemical reaction systems

(discussed in Chapters 5 and 6) is an inherently computationally expensive proce-

dure even without the presence of disparate timescales. Some parameter estima-

tion methods [105, 81, 63, 110, 99] simulate the stochastic reaction system in order

to estimate parameters. The existence of timescale separation causes the overall

estimation problem to be magnified by a large factor of 100 or more.

While the availability of faster computers, modern ODE solvers [54, 53, 78],

faster (but approximate) stochastic simulation methods [16, 117, 40, 97, 98, 67, 103,

82, 46, 68, 23, 60] has helped reduce the problems associated with timescale separa-

tion, this issue is far from being solved. Usually, we do not require the information

about the fast timescale at all, thus making the computational effort spent on their

simulation rather wasteful. Model reduction methods have been developed which

approximate the true (or full model) to produce a reduced model that does not

have a timescale separation but still retains the essential features of the original

full model. The process of model reduction also provides valuable insights into
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the reactions mechanisms. Two widely used model reduction techniques are the

quasi steady state assumption (QSSA) and the reaction equilibrium assumption

(REA) . These assumptions arise from the chemistry of the reactions and are ap-

plicable in both deterministic and stochastic reaction paradigms. The traditional,

deterministic assumptions, denoted by dQSSA and dREA have been developed

over a hundred years ago [11, 19, 85] and have been researched well (see Chapter

5 in Rawlings and Ekerdt, 2004 [85] and the references therein). An authorita-

tive discussion of the QSSA may be found in Turanyi et al., 1993 [111]. Pantea

et al., 2013 [79] present an alternative method to the traditional use of dQSSA, in

which the low concentration species are rescaled instead of being eliminated. The

stochastic versions of these assumptions, denoted by sQSSA and sREA, have been

developed recently [47, 48, 67, 103, 16]. In this chapter, I present the deterministic

and stochastic versions of only the reaction equilibrium assumption.

Application of the REA in the case of deterministic reactions [85, p. 207] not

only provides a set of equations that describe the reduced model but also a re-

duced set of chemical reactions that describe the reduced model exactly. The

reduced set of chemical reactions has fewer parameters than the full model, has

no timescale separation (and are therefore easy to solve) and can be simulated by

solving the corresponding system of ODEs (the reduced model equations) just like

any other chemical kinetics. At first, the availability of reduced kinetics may seem

unimportant but on a closer look, these reduced kinetics provide many desirable

benefits. Firstly, reduced kinetics provide a much more direct understanding of

the reduced model than a set of equations. Secondly, the traditional software tools

may be used without modifications. Finally, the reaction rate constants associated

with the reduced kinetics indicate the combination of the true parameters which

can be easily estimated. Similar reduced set of chemical reactions may be obtained

by the application of dQSSA to applicable systems [67]. Reaction equilibrium as-
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sumption has been used in various ways for stochastic reactions [16, 40, 47, 48].

Haseltine and Rawlings [48] derive a set of reduced model equations which does

not have a timescale separation and is computationally inexpensive to simulate.

They, however, do not provide a reduced set of chemical reactions describing the

reduced model. The reduced model equations contain all of the parameters of

the full model and, therefore, provide neither an insight into the behavior of the

reduced system nor a reduction in number of parameters to be estimated. Lastly,

the reduced model equations developed by Haseltine and Rawlings [48] have a

complicated structure which does not conform to the traditional stochastic simu-

lation algorithms (SSAs) [32]. In fact, an auxiliary simulation is required to be run

along the standard SSA, thus making the overall simulation of the reduced model

difficult to understand and implement. The application of sQSSA, however, does

provide reduced kinetics as shown by Mastny et al. [67]. Mastny et al. [67] also

show that the reduced kinetics obtained by the application of dQSSA is not nec-

essarily the same as the sQSSA-reduced kinetics . In this chapter, I investigate the

existence of sREA-reduced kinetics for two examples.

This chapter is organized as follows. I begin with a typical example which ad-

mits an REA-based model reduction and demonstrate the separation of timescales

in both deterministic and stochastic modeling regimes. I use the dREA procedure

to obtain the reduced model and kinetics. Extending the work done by Haseltine

and Rawlings [48] for this example, I show the equivalence of the reduced kinetics

from both deterministic and stochastic versions of this assumption. I also present

another example in which this equivalence does not hold.
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4.1 linear kinetics: an example

Consider the following typical example

B
k f

1−→ C (4.1)

A
k f

2−⇀↽−
kr

2

B (4.2)

Note that the reactions above have linear reaction rates and propensities. Reaction

equilibrium assumption may be used when the following condition holds

k f
2 , k f

2 � k f
1 (4.3)

The equilibrium constant 1 denoted by K2 is defined as the ratio of forward and

reverse rate constants

K2 =
k f

2
kr

2
(4.4)

4.1.1 Deterministic Reaction Equilibrium Assumption

The reactions in Eqs. (4.1)-(4.2) are described by the following deterministic for-

mulation

d
dt

cA = −k f
2cA + k2

r cB

d
dt

cB = k f
2cA − k2

r cB − k f
1cB

d
dt

cC = k f
1cB (4.5)

1In this chapter, the uppercase symbol K2 is used to describe the equilibrium constant instead of

a random variable.
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2 = 100, kr

2 = 100, k f
1 = 1

Figure 4.1: Simulation of linear kinetics using deterministic formulation for four
different parameter sets showing timescale separation.

with the initial conditions cA(0) = cA0, cB(0) = cB0, cC(0) = cC0.

Figure 4.1 shows the simulation of the system of nonlinear ODEs in Eq. (4.5)

for four different sets of parameter values. The rate constant for the first reaction,

k f
1 is set to 1 for all Figures 4.1a-4.1d. For the second reaction, the forward rate

constant k f
2 is set to equal the reverse rate constant kr

2. As the value of (k f
2 , kr

2) is

increased from 0.1 (in Figure 4.1a) to 100 (in Figure 4.1d), the concentrations of

species A and B start to follow the equilibrium equation.

Under the reaction equilibrium assumption of Eq. (4.3), the kinetics can di-
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vided into fast and slow time scales [85, p. 211] described by Eqns 4.6-4.7.

Fast Time Scale (τ = kr
2t) :

dcA
dτ = −K2cA + cB cA(τ = 0) = cA0

dcB
dτ = K2cA − cB cB(τ = 0) = cB0

dcC
dτ = 0 cC(τ = 0) = cC0

(4.6)

Slow Time Scale (t) :

dcA
dt = −k f

1
K2

(1+K2)
cA cA(t = 0) = (cA0+cB0)

(1+K2)

dcB
dt = −k f

1
K2

(1+K2)
cB cB(t = 0) = K2(cA0+cB0)

(1+K2)

dcC
dt = k f

1
K2

(1+K2)
cA + k f

1
K2

(1+K2)
cB cC(t = 0) = cC0

(4.7)

On inspection of Eq. (4.7), we find that the slow time scale can be written as

B k′−→ C (4.8)

A k′−→ C (4.9)

in which, the effective rate constant , k′ is given by

k′ = k f
1

K2

(1 + K2)
(4.10)

The system of chemical reactions Eqs. (4.8)-(4.9) is called the dREA-reduced kinetics.

4.1.2 Stochastic Reaction Equilibrium Assumption

A stochastic description of reactions 4.1-4.2 is required when the number of re-

acting species is low (1-100). Instead of concentrations, the system is described

in terms of probability of being in a particular state. The time evolution of these
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probabilities is described by a Chemical Master Equation [34]. The chemical mas-

ter equation in terms of reaction extents can be written as [48],

dP(x; t)
dt

=
m

∑
k=1

a f
k (x− Ik)P(x− Ik; t)

+ ar
k(x + Ik)P(x + Ik; t)− (a f

k (x) + ar
k(x))P(x; t) (4.11)

For a reaction network with p species and m reactions, x ∈ Im is the vector of

reaction extents described by

n = n0 + νTx (4.12)

in which, n ∈ I
p
≥0 represents the number of molecules of each species, n0 is the

initial number of molecules and ν ∈ I
m×p
≥0 is the stoichiometric matrix. P(x; t) is

the probability that the system is in state x at time t. In the particular case of

reactions 4.1-4.2, we have m = 2, p = 3 with the following initial condition:

a(t = 0) = a0, b(t = 0) = b0, c(t = 0) = c0

x1(t = 0) = 0, x2(t = 0) = 0

in which, x1, x2 are the extents of reactions 4.1 and 4.2 respectively, such that

x2 ∈ [−b0, a0], x1 ∈ [0, x2 + b0]. The chemical master equation becomes,

dP(x1, x2; t)
dt

=k f
1(b0 − x1 + x2)P(x1 − 1, x2)− k f

1(b0 − x1 + x2)P(x1, x2)

+ k f
2(a0 − x2)P(x1, x2 − 1) + kr

2(b0 − x1 + x2 + 1)P(x1, x2 + 1)

−
(
k f

2(a0 − x2) + kr
2(b0 − x1 + x2)

)
P(x1, x2) (4.13)

Figure 4.2 shows a sample simulation of the reaction system for the same four

sets of parameter values as in Figure 4.1. The rate constant for the first reaction,
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Figure 4.2: Simulation of linear kinetics using stochastic formulation for four dif-
ferent parameter sets showing timescale separation.

k f
1 is set to 1 for all Figures 4.2a-4.2d. For the second reaction, the forward rate

constant k f
2 is set to equal the reverse rate constant kr

2. As the value of (k f
2 , kr

2)

is increased from 0.1 (in Figure 4.2a) to 100 (in Figure 4.2d), the concentrations

of species A and B start to follow the equilibrium probability distribution given

approximately in Eq. (4.15).

When reaction 4.2 is much faster than reaction 4.1, Eq. (4.13) may be approx-

imated [48] such that the reduced model is represented by a reduced evolution
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equation and an algebraic constraint. The reduced evolution equation is given by

dP(x1; t)
dt

=
x2=a0

∑
x2=x1−b0

[
k f

1(b0 − x1 + 1 + x2)PA(x2 | x1 − 1)P(x1 − 1)

− k f
1(b0 − x1 + x2)PA(x2 | x1)P(x1)

]
(4.14)

in which, PA(x2 | x1) is the approximate conditional probability described by the

following algebraic constraint

k f
2(a0 − x2 + 1)PA(x2 − 1 | x1) + kr

2(b0 − x1 + x2 + 1)PA(x2 + 1 | x1)

−
(
k f

2(a0 − x2) + kr
2(b0 − x1 + x2)

)
PA(x2 | x1) = 0

(4.15)

The first three moments of PA(x2 | x1) may be obtained as

x2=a0

∑
x2=x1−b0

PA(x2 | x1) = 1 (4.16)

x2=a0

∑
x2=x1−b0

x2PA(x2 | x1) =< x2 | x1 > (4.17)

x2=a0

∑
x2=x1−b0

x2
2PA(x2 | x1) =< x2

2 | x1 > (4.18)

Substituting Eqs. (4.16), (4.17), (4.18) in Eq. (4.14), we obtain

dP(x1; t)
dt

= k f
1 P(x1 − 1)

(
(b0 − x1 + 1)+ < x2 | x1 − 1 >

)
− k f

1 P(x1)
(
(b0 − x1)+ < x2 | x1 >

)
(4.19)

In order to eliminate < x2 | x1 > and < x2 | x1 − 1 >, we compute the first

moment of Eq. (4.15):

k f
2 a0 + kr

2(x1 − b0)−
(
k f

2 + k f
2

)
< x2 | x1 >= 0 (4.20)
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Substituting Eq. (4.20) in Eq. (4.19), we obtain the following reduced evolution equa-

tion in terms of only the slow extent (x1),

dP(x1)

dt
=

k f
1K2

(1 + K2)

(
a0 + b0 − (x1 − 1)

)
P(x1 − 1)−

k f
1K2

(1 + K2)

(
a0 + b0 − x1

)
P(x1)

(4.21)

Using the definition of k′, the above equation may be re-written as

dP(x1)

dt
= k′

(
a0 + b0 − (x1 − 1)

)
P(x1 − 1)− k′

(
a0 + b0 − x1

)
P(x1) (4.22)

In the next section, I demonstrate an equivalence between dREA-reduced ki-

netics and sREA-reduction in general.

4.1.3 Equivalence of the deterministic and stochastic reductions

First, consider a simple case with the initial conditions a0 = b0 = c0 = 1. Using

the reduced evolution equation in Eq. (4.22) we can obtain

P(x1 = 0) = P(a = 2, b = 0, c = 1) + P(a = 1, b = 1, c = 1) + P(a = 0, b = 2, c = 1)

= e−2t (4.23)

P(x1 = 1) = P(a = 1, b = 0, c = 2) + P(a = 0, b = 1, c = 2)

= 2e−t − 2e−2t (4.24)

P(x1 = 2) = P(a = 0, b = 0, c = 3)

= e−2t − 2e−t + 1 (4.25)

I, now, compare the above result with the dREA-reduced reaction kinetics in

Eqs. (4.8)-(4.9). For the same initial conditions, a0 = b0 = c0 = 1, the stochas-

tic formulation of the dREA-reduced reaction kinetics in Eqs. (4.8)-(4.9) yields the
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following probabilities

P(a = 1, b = 1, c = 1) = e−2t

P(a = 1, b = 0, c = 2) = P(a = 0, b = 1, c = 2) = e−t − e−2t

P(a = 0, b = 0, c = 3) = e−2t − 2e−t + 1 (4.26)

These equations in Eq. (4.26) predict exactly the same probabilities as the stochasti-

cally reduced equations 4.25. This indicates that in this case a stochastic reduction

yields the same reduced reaction set 4.8-4.9 as the deterministic one. This may

not always be the case, as shown by Mastny et al. [67] for a QSSA reduction. It

may be noted that Eq. (4.22) does not give any information about the fast extent,

i.e., it tells us the probability P(a + b) but not P(a) or P(b) individually. Such a

reduction may be represented as

Z k′−→ C (4.27)

in which Z is a species representing both A and B with the initial condition

z(t = 0) = z0 = a0 + b0.

Next, I show that, in general, the dREA-reduced kinetics in Eqs. (4.8)-(4.9),

when modeled as a stochastic reaction system, is equivalent to the sREA reduction

described by Eqs. (4.14)-(4.15). The stochastic formulation of the dREA-reduced

kinetics in Eqs. (4.8)-(4.9) is given as

d
dt

P(A = a, B = b, C = c; t) =

k′(a + 1)P(A = a + 1, B = b, C = c− 1; t)− k′(a)P(A = a, B = b, C = c; t)

k′(b + 1)P(A = a, B = b + 1, C = c− 1; t)− k′(b)P(A = a, B = b, C = c; t).

(4.28)
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Converting (A, B, C) (population space of reduced model) to (X1, X2) (extent space

of full model)

d
dt

P(X1 = x1, X2 = x2; t) =

k′(A0 − x2 + 1)P(X1 = x1 − 1, X2 = x2 − 1; t)

+ k′(B0 − x1 + x2 + 1)P(X1 = x1 − 1, X2 = x2; t)

− (A0 + B0 − x1)P(X1 = x1, X2 = x2; t)

Note the the extents (X1, X2) are that of the full model in Eqs. (4.1)-(4.2) and not

of the reduced kinetics in Eqs. (4.8)-(4.9). Summing over the slow extent, X2, to

eliminate it

d
dt ∑

X2

P(X1 = x1, X2 = x2; t) =

∑
X2

k′(A0 − x2 + 1)P(X1 = x1 − 1, X2 = x2 − 1; t)

+ ∑
X2

k′(B0 − x1 + x2 + 1)P(X1 = x1 − 1, X2 = x2; t)

−∑
X2

(A0 + B0 − x1)P(X1 = x1, X2 = x2; t)

which results in the following equation in fast extent, X1,

d
dt

P(X1 = x1; t) = k′
(

A0 + B0 − (x1 − 1)
)

P(X1 = x1 − 1; t)

− k′
(

A0 + B0 − x1
)

P(X1 = x1; t) (4.29)

Note that the above equation in Eq. (4.29) is equivalent to the reduced evolution

equation Eq. (4.22). This proves, that the two reductions are equivalent. This result

provides a promising indication that the same may be true for any linear kinetics

in general and therefore warrants further research.
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4.2 nonlinear kinetics: counter example

Let’s consider another example which admits the use of reaction equilibrium as-

sumption but with nonlinear reaction rates and propensities.

2B
k f

1−→ C (4.30)

2A
k f

2−⇀↽−
kr

2

2B (4.31)

As before, the REA may be used when Eq. (4.3) holds. The definition of the

equilibrium constant, K2, is still given by Eq. (4.4). In this section, I will show

that while dREA and sREA yield the same reduced kinetics for the linear kinetics

example in Eqs. (4.1)-(4.2), the same is not true for this example with nonlinear

kinetics. Thus, this example serves as a counter example.

4.2.1 Deterministic Reaction Equilibrium Assumption

The reactions in Eqs. (4.30)-(4.31) are described by the following deterministic

formulation

d
dt

cA = −2
(

k f
2c2

A + k2
r c2

B

)
d
dt

cB = −2k f
1c2

B + 2
(

k f
2c2

A + k2
r c2

B

)
d
dt

cC = k f
1c2

B (4.32)

with the initial conditions cA(0) = cA0, cB(0) = cB0, cC(0) = cC0. Note that the

mass balance hold according to the following equation

d
dt
(cA + cB + 2cC) = 0 (4.33)
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Under the reaction equilibrium assumption of Eq. (4.3), the following slow time

scale equation may be derived

d
dt

cA = −2
k f

1K2

1 +
√

K2
c2

A

d
dt

cB = −2
k f

1
√

K2

1 +
√

K2
c2

B

d
dt

cC =
k f

1K2

1 +
√

K2
c2

A +
k f

1
√

K2

1 +
√

K2
c2

B (4.34)

with the adjusted initial conditions for the slow time scale

cA(t = 0) =
1

(1 +
√

K2)
(cA0 + cB0)

cB(t = 0) =
√

K2

(1 +
√

K2)
(cA0 + cB0)

cC(t = 0) = cC0 (4.35)

In terms of the effective rate constants, k′1 and k′2,

k′1 =
k f

1K2

1 +
√

K2
(4.36)

k′2 =
k f

1
√

K2

1 +
√

K2
(4.37)

the nonlinear ODEs for slow time scale system may be re-written as

d
dt

cA = −2k′1c2
A

d
dt

cB = −2k′2c2
B

d
dt

cC = k′1c2
A + k′2c2

B (4.38)
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The above system of ODEs also represent the following system of reactions

2B
k′1−→ C (4.39)

2A
k′2−→ C (4.40)

which represents the dREA-reduced kinetics.

4.2.2 Stochastic Reaction Equilibrium Assumption

The evolution equation and the algebraic constraint describing the sREA-reduced

system of equations may be derived using the same procedure as described in

Section 4.1 and Haseltine and Rawlings [48]. The derivation is skipped for brevity.

4.2.3 Deterministic and stochastic reductions mismatch

Before an attempt is made to reconcile the dREA and sREA reductions, it is infor-

mative to simulate the two reductions for a specific initial condition, (a0, b0, c0) =

(2, 2, 2). Figure 4.3 shows the comparison of the two reductions for this exam-

ple. Clearly, the two reductions produce different probabilities, which implies that

dREA-reduced kinetics is not equivalent to the sREA reduction.
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Figure 4.3: Comparison of dREA and sREA reductions of Eqs. (4.30)-(4.31). Initial
Condition: (a0, b0, c0) = (2, 2, 2).
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5
O V E RV I E W : PA R A M E T E R E S T I M AT I O N I N S T O C H A S T I C

C H E M I C A L K I N E T I C M O D E L S

The 1 acceptance of stochastic reaction kinetics as a standard approach to ex-

plain intrinsic noise and the advances in experimental measurement techniques,

especially fluorescence microscopy, led to the inverse problem of estimating pa-

rameters from data. Golding et al. [36] used fluorescence microscopy to measure

the number of mRNA molecules in a single cell at a sampling rate of 2 measure-

ments per minute. They showed that the average number of mRNA transcripts

per cell was between 0 and 10 and proposed a stochastic gene expression model

to explain the observed behavior. Initial attempts to estimate model parameters

(usually the reaction rate constants) were rather ad hoc – the parameters were set

to biologically plausible values and then tuned by eye so that the model simulation

resembled the experimental data [6]. Another approach is to use the continuum

assumption and treat the reaction kinetics as deterministic instead of stochastic.

In this case, parameter estimates can be easily obtained by least-squares fitting or

maximum likelihood estimation. Tian et al. [105] demonstrated that this approach

does not produce good parameter estimates when the number of molecules is

1Part of this paragraph appears in Gupta and Rawlings, 2013 [43]
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small. Later approaches maintained the stochasticity of the model and utilized

various statistical Monte Carlo methods to estimate parameters. These estima-

tion methods may be classified into two familiar categories – maximum likelihood

methods and Bayesian inference methods. Maximum likelihood methods include

simulated maximum likelihood (SML) [105], density function distance (DFD) [81],

approximate maximum likelihood [81, 87] and accelerated maximum likelihood

methods [22]. methods. All of these methods maximize an approximation of the

true likelihood to obtain parameter estimates. Stochastic gradient descent (SGD),

proposed by Wang et al. [114], estimates the gradients of the likelihood function

with respect to the parameters using a reversible jump Markov chain Monte Carlo

(RJMCMC) method. By contrast, Bayesian inference methods attempt to obtain

the posterior distribution of the parameters, which can then be maximized to ob-

tain maximum a posteriori (MAP) estimates. Most Bayesian inference methods rely

on Markov chain Monte Carlo (MCMC) techniques. Rempala et al. [88] utilize

MCMC-enabled Bayesian inference to estimate parameters in a specific model of

gene transcription. Wilkinson and others [50, 38, 37, 39, 119] have developed a

range of Bayesian inference algorithms, all of which employ MCMC methods. In

many cases, they replace the stochastic chemical kinetic model with another statis-

tical model [50] or approximate it using the diffusion approximation [38, 37, 39].

In other cases, they use the true stochastic model [14, 119]. Similar to the MCMC

method of Wilkinson [119], Choi and Rempala [21] proposed a Bayesian infer-

ence algorithm based on Gibbs sampling. Approximate Bayesian computation

(ABC) [63, 110, 99, 120] is another class of Bayesian methods in which the param-

eters are estimated by measuring the “distance” between the experimental data

and SSA simulations for a candidate parameter value and then accepting or re-

jecting based on a tolerance. A rather new class of parameter estimation methods

is Bayesian regression using polynomial chaos representation [3].

All of these estimation methods suffer from their own particular shortcomings
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and have restricted applicability. These issues are discussed in this chapter.

Many of the examples in the references above come from systems biology.

Starting with the Prokaryotic gene-autoregulation [6, 114, 39], gene transcription

models [87, 88, 88], RNA expression [36, 81, 87] and single cell mtDNA dynamics

[50]. Other examples include the Lotka-Volterra model [14, 39, 119] and epidemic

models [21]. These models consist of 2–8 reactions involving 2-5 species.

Throughout this thesis, I use the following gamma prior

π(θ) =
nr

∏
i=1

π(ki)

π(ki) = Ga(ai, bi) =
bai

i
Γ(ai)

kai−1
i e−biki (5.1)

Ki ∼ Ga(ai, bi) i = 1, 2, . . . , nr

in which ai and bi are the shape and rate parameters of the corresponding gamma

distribution. The motivation for this choice is algebraic convenience resulting

from the prior-likelihood conjugacy. Details are provided in Section 5.1. Analysis

of results throughout this chapter (especially in Section 5.2) and the next chapter

show that the choice of gamma prior does not affect the posterior and parameter

estimates significantly.

I use the following system of reactions as a common example 2 throughout

this chapter and the next chapter.

A
k1−→ B (5.2)

B
k2−→ C (5.3)

This system of reactions is chosen because it allows for parameter estimation using

2This example also appears in Gupta and Rawlings, 2013 [42]



50

every parameter method described in this thesis and therefor allows a thorough

comparison. Specific reasons, listed below, are also explained wherever relevant.

1. The system of reactions is simple to understand and simulate.

2. The reaction rates are linear in the reactant amounts (assuming that the re-

actions are elementary [85, p. 188]).

3. The system of reactions in not cyclical (the definition of cyclical kinetics is

presented in Section 2.4).

4. Mass balance is not violated which allows the use of exact parameter esti-

mation.

5. Two parameter system which allows the plotting of joint posterior on a three-

dimensional graph.

This chapter is organized as follows. In Section 5.1, I explain the concept

of complete data and provide the analytical expressions of complete-data likeli-

hood, posterior, and marginal likelihood. Next, I restate the parameter inference

procedure under the Bayesian estimation (BE) framework given complete data as

described by Wilkinson, 2012 [119], Boys et al., 2008 [14]. I also present parame-

ter inference procedure under the maximum likelihood estimation (MLE) frame-

work. Closed-form expressions for the parameter estimates using both BE and

MLE frameworks are presented and contrasted. I also discuss the conditions un-

der which a given complete-data trajectory is informative or non-informative. This

section aids in the development of approximate methods in Section 6.2 and the ex-

perimental design guidelines in Section 7.3. In Section 5.2, I explain the concept of

measurement data and its relationship with complete data. Next, I present an ex-

act method to estimate parameters using measurement data and demonstrate the

limited applicability of this method. In Section 5.3, I demonstrate that the deter-

ministic formulation of the chemical reaction system does not necessarily provide
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reliable parameter estimates. Sections 5.4 and 5.5 describe two simulation-based

parameter estimation methods proposed by Wilkinson, 2012 [119], Boys et al.,

2008 [14] and Choi and Rempala, 2012 [21]. Another simulation-based method

is described in Section 6.1. Relevant examples have been used throughout this

chapter to explain and compare the parameter estimation methods. A common

notational scheme is built incrementally over Sections 5.1–5.5. Chapter 6 builds

upon this chapter to develop two new classes of parameter inference methods.

5.1 estimation using complete data

Much of the notation required to describe a system of stochastic chemical reactions

has been defined in Chapter 2. The required notation is restated here. Consider

a system of chemical reactions with nr reactions, denoted by R1,R2, . . . ,Rnr and

ns species, denoted by X1,X2, . . . ,Xns . This nr × ns system may be represented as

the following system of chemical reactions

R1 : ν′1,1X1 + ν′1,2X1 + · · ·+ ν′1,ns
Xns

k1−→ ν′′1,1X1 + ν′′1,2X1 + · · ·+ ν′′1,ns
Xns

R2 : ν′2,1X1 + ν′2,2X1 + · · ·+ ν′2,ns
Xns

k2−→ ν′′2,1X1 + ν′′2,2X1 + · · ·+ ν′′2,ns
Xns

...

Rnr : ν′nr ,1X1 + ν′nr ,2X1 + · · ·+ ν′nr ,ns
Xns

knr−→ ν′′nr ,1X1 + ν′′nr ,2X1 + · · ·+ ν′′nr ,ns
Xns

The corresponding, nr × ns sized, stoichiometric matrix, ν, may be written as

ν =



ν1,1 ν1,2 · · · ν1,ns

ν2,1 ν2,2 · · · ν2,ns

...
...

...
...

νnr ,1 νnr ,2 · · · νnr ,ns


(5.4)
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in which,

νi,j = ν′′i,j − ν′i,j i = 1, 2, . . . , nr, j = 1, 2, . . . , ns

In the stochastic formulation, each reaction Ri, i = 1, 2, . . . , nr, has an associated

rate constant (or reaction parameter or hazard rate constant) ki. The set of reaction

rate constants is denoted by, θ =

[
k1 k2 · · · knr

]T

.

5.1.1 Complete data

The random variable, X(t) ∈ Rns denotes the state of the system at time t. Each

component, Xi(t), is the scalar random variable denoting the ith species. A sample

of X(t) is denoted by x(t). Similarly, a sample of Xi(t) is denoted by xi(t). A

complete trajectory of the system over the time interval t ∈ [0, T] is defined as

X = {X(t) : t ∈ [0, T]} (5.5)

Note that the trajectory X is an infinite-dimensional collection of random vectors

X(t). A sample of the complete trajectory is denoted by

x = {x(t) : t ∈ [0, T]} (5.6)

A sample trajectory is nothing but a simulation of the reaction system using one

of the simulation methods presented in Chapter 2. As shown in Chapter 2, a sim-

ulated trajectory follows a staircase plot in which the state of the system remains

the same until a reaction event occurs. Thus, given the initial state of the system

and suitable information about the reaction events, it is possible to create the re-

action events. Specifically, let x0 = x(0) be the initial state of the system. Let the

random variable N denote the total number of reaction events occurring in the
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time interval t ∈ [0, T]. Following the notational scheme, n denotes a sample of

the random variable N. Let Ri, i = 1, 2, . . . , nr be the random variable denoting the

number of times reaction Ri occurs during the time interval t ∈ [0, T]. A sample

of Ri is denoted by ri. Using this notation,

N =
nr

∑
i=1

Ri, n =
nr

∑
i=1

ri (5.7)

Further, let R ∈ Rnr be the random vector formed by the random variables Ri,

i = 1, 2, . . . , nr. A sample of R is denoted by r. Note that the elements of r are

non-negative integers. Given r and x(0), the state of the system at time T may be

obtained as

x(T) = x(0) + νTr (5.8)

However, given x(T) and x(0), r may only be recovered if the transposed stoichio-

metric matrix, νT has full column rank.

Let Nj ∈ {1, 2, . . . , nr}, j = 1, 2, . . . , n be the index of the jth reaction event. The

corresponding sample of Nj is denoted by nj. Let Tj ∈ [0, T], j = 1, 2, . . . , n be the

random time at which jth reaction occurs. Note that Ti ≤ Tj, if i ≤ j. A sample

of Tj is denoted by tj. As suggested by Wilkinson, 2012 [119], I define t0 = 0 and

tn+1 = T for notational convenience.

Given x0, n, (nj, tj), j = 1, 2, . . . , n, it is possible to construct the corresponding

complete trajectory x over the time interval t ∈ [0, tn] as follows

x(t) = x(tj−1) + (νT)nj t ∈ [tj−1, tj), j = 1, 2, . . . , n

x(tn) = x(tn−1) + (νT)nn (5.9)

in which, (νT)nj is the nj
th column of the ns × nr matrix νT. If additional informa-

tion is given that no reaction event occurred in the time interval [tn, T], then we
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can define x over t ∈ [0, T] as follows

x(t) = x(tj−1) + (νT)nj t ∈ [tj−1, tj), j = 1, 2, . . . , n + 1

x(tn+1) = x(tn) (5.10)

Similarly, given the complete trajectory x = {x(t) : t ∈ [0, T]}, it is possible to

extract the information x0, n, (nj, tj), j = 1, 2, . . . , n over the time interval [0, T].

This proves the following equivalence between complete trajectory and complete

reaction event data ,

X = {X(t) : t ∈ [0, T]} ≡

X0, n, (Nj, Tj), j = 1, 2, . . . , n and no reaction occurred in (tn, T]

(5.11)

The benefit of this equivalence is that instead of attempting the impossible task of

storing the infinite dimensional complete trajectory x on a computer, we can store

the complete reaction event data.

Each reaction Ri, i = 1, 2, . . . , nr has an associated reaction propensity (or hazard

rate) denoted by hi(X(t), θ). The total reaction propensity (or combined hazard) is

defined as

h0(x(t), θ) =
nr

∑
i=1

hi(X(t), θ) (5.12)

Note that the reaction propensities are merely functions of the state X(t) and the

model parameters θ and therefore are random variables as well.
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5.1.2 Complete-data distributions

In this section, I explain how the parameters may be estimation when one (or

more) samples of the complete trajectory X is given. A detailed explanation is

provided in Wilkinson [119, p. 278-281]. Given a sample complete trajectory x (or

the equivalent complete reaction event data), the complete data-likelihood is given

by Wilkinson [119, p. 279]

π(x | θ) =
n

∏
j=1

hnj(x(tj−1), θ) exp
{
−
∫ T

0
h0(x(t), θ)dt

}
(5.13)

Definition 5.1 (Separable propensity). Reaction propensity hj(X(t), θ) is called sepa-

rable if the model parameters θ and the state X(t) can be separated as follows:

hj(X(t), θ) = k
cj
j gj(X(t)) (5.14)

in which k j denotes the associated reaction rate constant and cj is some known constant.

The quantity gj(X(t)) is called rateless propensity.

I assume that the reaction propensities of all reactions in the system are sepa-

rable. This assumption is completely reasonable because all elementary reactions,

as described in Gillespie, 1976 [32], have separable reaction propensities. Further,

the constant cj is also known to be equal to 1. I will further assume that cj = 1

for all reactions in the system. It is possible that reactions obtained as a result

of model reduction may not follow this assumption (see Mastny et al., 2007 [67]).

The parameter estimation methods described in this thesis do not seem to require

that a model reduction be performed. Thus, the full model which follows the

separable propensities assumption , may be used. Under these assumptions, the
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likelihood expression in Eq. (5.13) may be re-written as

π(x | θ) =
n

∏
j=1

gnj(x(tj−1))
nr

∏
i=1

kri
i exp

{
−ki

∫ T

0
gi(x(t))dt

}
(5.15)

Renaming the following quantities for convenience,

gprod =
n

∏
j=1

gnj(x(tj−1)) (5.16)

Gi =
∫ T

0
gi(x(t))dt (5.17)

I obtain the following simplified expression for complete-data likelihood

π(x | θ) = gprod

nr

∏
i=1

kri
i e−kiGi (5.18)

Note that the rateless propensities gi(x(t)), i = 1, 2, . . . , nr are non-negative, which

implies that Gi ≥ 0, i = 1, 2, . . . , nr. The likelihood expression above resembles a

gamma distribution and therefore motivates the use of the gamma prior described

in Eq. (5.1). In other words, the prior in Eq. (5.1) is a conjugate prior for the like-

lihood in Eq. (5.18) (Wilkinson, 2012 [119]). Using the following Bayes’ rule for

complete data

π(θ | x) =
π(x | θ)π(θ)

π(x)
∝ π(x | θ)π(θ) (5.19)

the complete-data posterior, π(θ | x), is proportional to the following expression (Wilkin-

son, 2012 [119])

π(θ | x) ∝
nr

∏
i=1

kri+ai
i e−ki(bi+Gi) (5.20)

Since π(x) does not depend upon θ and the probability density π(θ | x) must
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integrate to one, we can obtain the following closed-form expression

π(θ | x) =
nr

∏
i=1

(bi + Gi)
ai+ri−1

Γ(ai + ri)
kri+ai

i e−ki(bi+Gi) (5.21)

The complete-data posterior may also be written as

π(θ | x) =
nr

∏
i=1

π(ki | x) (5.22)

π(ki | x) = Ga(ai + ri, bi + Gi) (5.23)

in which π(ki | x) is called the complete-data marginal posterior . Since we know

three out of the four terms in Eq. (5.19), we can easily obtain the complete-data

marginal likelihood , π(x), as follows:

π(x) =
π(x | θ)π(θ)

π(θ | x)

= gprod

nr

∏
i=1

Γ(ai + ri)

Γ(ai)

bai
i

(bi + Gi)ai+ri
(5.24)

Note that Eq. (5.24) may also be obtained by using the fact that the probability

density π(θ | x) must integrate to one:

∫
θ

π(θ | x)dθ = 1∫
θ π(x | θ)π(θ)dθ

π(x)
= 1

π(x) =
∫

θ
π(x | θ)π(θ)dθ

The maximum a posteriori (MAP) estimate, θ̂, may be obtained by maximizing the

posterior

θ̂ = max
θ

π(θ | x) (5.25)
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Looking at Eq. (5.22), MAP estimate for each rate constant, k̂i, i = 1, 2, . . . , nr

may be independently obtained by maximizing the corresponding complete-data

marginal posterior, π(ki | x).

k̂i = max
ki

π(ki | x) (5.26)

π(ki | x) = Ga(ai + ri, bi + Gi) i = 1, 2, . . . , nr (5.27)

Note that since bi > 0, bi + Gi > 0. The closed form solution for k̂i may be written

as the mode of the gamma distribution

k̂i =


ai+ri−1
bi+Gi

if (ai + ri) > 1

0 if (ai + ri) ≤ 1
(5.28)

i = 1, 2, . . . , nr

Since ri represents the number of times reactionRi occurred, ri ≥ 0, i = 1, 2, . . . , nr.

Therefore, if the shape parameter ai of the gamma (marginal) prior is chosen so

that ai > 1, then a non-zero (but not necessarily informative) estimate of the rate

constant is obtained. In other words, if the gamma (marginal) prior has a non-

zero maximum, then so does the marginal posterior. Also note that if ri ≥ 1, i. e.,

if reaction Ri is observed to occur at least once then an informative MAP estimate

is obtained for the corresponding rate constant ki.

Note that the maximum likelihood estimation (MLE) estimates may also be ob-

tained by maximizing the complete-data likelihood in Eq. (5.18)

θ̂MLE = max
θ

π(x | θ) (5.29)

Since the likelihood expression in Eq. (5.18) is also separable into individual rate

constants, estimate of each rate constant may be obtained by the following maxi-
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mization

k̂i,MLE = max
ki

kri
i e−kiGi i = 1, 2, . . . , nr (5.30)

which has the following closed form solution

k̂i,MLE =



ri
Gi

if ri > 0, Gi > 0

no estimate if ri = 0, Gi = 0

0 if ri = 0, Gi > 0

∞ if ri > 0, Gi = 0

(5.31)

i = 1, 2, . . . , nr

under the feasibility conditions that ri ≥ 0 and Gi ≥ 0. Note that an informative

estimate is obtained only when both ri and Gi are positive. If both ri and Gi are

zero, then the likelihood expression in Eq. (5.18) does not depend on ki at all and,

therefore, no information can be obtained about this rate constant from the given

trajectory x. In such a case, more data (in the form of more trajectories) is required

which provide both positive values of both ri and Gi. If ri > 0 but Gi = 0, then the

likelihood does not have a maximum in ki and results in an infinitely large MLE

estimate of ki. A closer look at the definition of Gi in Eq. (5.17) reveals that for

i = 1, 2, . . . , nr,

Gi =
∫ T

0
gi(x(t))dt = 0

=⇒ gi(x(t)) = 0 ∀ t ∈ [0, T] (∵ gi(·) ≥ 0 ∀ t ∈ [0, T]) (5.32)

=⇒ ri = 0 (∵ reaction cannot occur with zero reaction propensity)

Thus, the case of ri > 0 but Gi = 0 is not feasible and therefore an infinitely large

MLE estimate of ki can never be obtained. Conversely, if ri = 0 but Gi > 0 (which
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is feasible), then the likelihood is maximized when ki achieves the minimum pos-

sible value of 0. Compare the Eq. (5.31) with Eq. (5.28). The use of a gamma prior

with parameters (ai, bi), ensures the MAP estimate, k̂i does not become indeter-

minate. If ri = 0 and Gi = 0, the complete-data marginal posterior π(ki | x) is the

same as marginal prior π(ki), thus indicating that no information was provided

by the data x. In other words, the trajectory was non-informative with respect to

ki. If ri = 0 but Gi > 0 then the rate parameter changes from the marginal prior to

the marginal posterior, thus, providing some information. Finally, the trajectory

x provides the most information, when both ri and Gi are positive because both

shape and rate parameters change from (ai, bi) to (ai + ri, bi + Gi). Chapters 6

and 7 deals with these issues.

Another important point to note is that the variables, ri = ri(x) and Gi = Gi(x),

i = 1, 2, . . . , nr, form the sufficient statistics for the posterior, π(θ | x).

5.2 estimation using exact method

Parameters may be easily estimated using both maximum likelihood estimation

and Bayesian inference when a complete-data trajectory x is available. However,

as discussed in Chapter 2, experimental techniques are not advanced enough (yet)

to provide us with reaction event data. Instead, we have to rely on measurement

data which provides us with the number of molecules of species at different time

points. This measurement data or discrete time data is denoted by y. In this section,

I describe an exact method to estimate parameters given only the measurement

data.
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5.2.1 Measurement data

In this subsection, I define the structure of measurement data. Some of this no-

tation has been defined previously in Chapter 2 but the entire notation has been

restated here. Let {s0, s1, . . . , sm} be a strictly increasing sequence of m + 1 time

points for which the measurements are performed. Let Yi, j = 0, 1, . . . , m be the

random variable denoting the measurement of the state of the system at time si.

The measurement Yi is said to have the following characteristics

Yi = CX(si) + Vi (5.33)

Yi ∈ Rn
meas, X(si) ∈ Rns , Vi ∈ Rn

meas (5.34)

C ∈ Rnmeas×ns (5.35)

0 < nmeas ≤ ns, i = 0, 1, . . . , m

in which,

1. the rows of C form a unique subset of the rows of the identity matrix,

Ins×ns ∈ Rns×ns

2. X(si) is the (random) state of the system

3. Vi is the random variable denoting measurement error

4. nmeas is the number measured states

Note that if all ns species are measured, then the measurements are called full

measurements and C = Ins×ns . If only a subset of the ns species are measured, then

the measurements are called partial measurements. The set

Y = {Y0, Y1, . . . , Ym} (5.36)
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represents the measurements available at times {s0, s1, . . . , sm}. A sample of Y is

denoted by

y = {y0, y1, . . . , ym} (5.37)

I will only consider the cases in which measurement error is absent or negligible

i. e.

Vi = 0 i = 0, 1, . . . , m

Proposition 5.1. If measurement error is zero, i. e. Vi = 0, i = 0, 1, . . . , m, then {X =

x} ⊆ {Y = y}. Equivalently {X = x} =⇒ {Y = y}. In shorthand, X ⊆ Y and

X =⇒ Y.

Proof. Let Yj,i be the jth element of the ith measurement, for j = 1, 2, . . . , nmeas,

i = 0, 1, . . . , m. Then, Yj,i is equal to one of the elements of X(si). Thus, the set

of random variables Yi = (Y1,i, Y2,i, . . . , Ynmeas,i) is a subset of the set of random

variables X(si) = (X1(si), X2(si), . . . , Xns(si)). Noting that the use of “comma”

indicates an “intersection”, we can rewrite the sets of random variables as events

as follows

Yi corresponds to the event {Yi = yi} (5.38)

X(si) corresponds to the event {X(si) = x(si)} (5.39)

in which,

{Yi = yi} = {Y1,i = y1,i} ∩ {Y2,i = y2,i} ∩ · · · ∩ {Ynmeas,i = ynmeas,i} (5.40)

{X(si) = x(si)} = {X1(si) = x1(si)} ∩ {X2(si) = x2(si)} ∩ · · ·

· · · ∩ {Xns(si) = xns(si)} (5.41)
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Every event in Eq. (5.40) is also present in Eq. (5.41). However, the set in Eq. (5.41)

may be more restricted due to intersection with other events that are not present

in Eq. (5.40). Hence, {X(si) = x(si)} ⊆ {Yi = yi}. Consequently,

{X(s0) = x(s0)} ∩ {X(s1) = x(s1)} ∩ · · · ∩ {X(sm) = x(sm)}

⊆ {Y0 = y0} ∩ {Y1 = y1} ∩ · · · {Ym = ym} (5.42)

Further,

⋂
t∈[s0,sm]

{X(t) = x(t)} ⊆ {X(s0) = x(s0)} ∩ · · · ∩ {X(sm) = x(sm)} (5.43)

Using Eq. (5.42) and Eq. (5.43),

⋂
t∈[s0,sm]

{X(t) = x(t)} ⊆ {Y0 = y0} ∩ {Y1 = y1} ∩ · · · {Ym = ym} (5.44)

Finally, re-writing the terms in familiar “comma” notation,

{X = x} = {X(t) : t ∈ [s0, sm]} =
⋂

t∈[s0,sm]

{X(t) = x(t)} (5.45)

{Y = y} = {Y0 = y0} ∩ {Y1 = y1} ∩ · · · {Ym = ym} (5.46)

and substituting these expressions into Eq. (5.44),

{X = x} ⊆ {Y = y} (5.47)

Or, X ⊆ Y (5.48)
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5.2.2 Measurement-data distributions

Similar to the complete-data distributions describes in Section 5.1.2, the measurement-

data distributions are related to each other by the following Bayes’ rule

π(θ | y) =
π(y | θ)π(θ)

π(y)
∝ π(y | θ)π(θ) (5.49)

in which,

1. π(y | θ) is the measurement-data likelihood

2. π(θ | y) is the measurement-data posterior

3. π(y) is the measurement-data marginal likelihood

4. π(θ) is the prior

As discussed in Chapter 2, a system of stochastic chemical reactions is essen-

tially a continuous time, discrete space Markov chain. Let X(t) denote the state of

this Markov chain at time t. Let S be the set of all possible states of the Markov

chain, also known as the state space. Since the state space is discrete, S can be at

most countable. The defining property of the continuous-time Markov chain is

stated as

P(X(t + dt) = x | X(s) = x(s), s ∈ [0, t]) =

P(X(t + dt) = x | X(t) = x(t)) ∀t ≥ 0, x ∈ S (5.50)

The behavior of the Markov chain is described by the transition kernel

p(x, t, x′, s) = P(X(t + s) = x′ | X(t) = x) (5.51)

The equation describing this Markov chain may be derived from the basic hypoth-

esis (see Section 2.1) [32, Eq. (13)]
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hi(x(t), θ)dt = probability to first order in dt, that reaction Ri

will occur in the next time interval dt

If the reaction propensities, hi(x(t), θ), i = 1, 2, . . . , nr, do not depend directly

upon the time t, then the transition kernel p(x, t, x′, s) does not depend on t, thus,

making the Markov chain time-homogeneous or just homogeneous. For a homoge-

neous Markov chain, the transition kernel may be represented by the following

reduced notation

p(x, x′, s) = p(x, t, x′, s)

= P(X(t + s) = x′ | X(t) = x) (5.52)

Since S is at most countable, we can index all the states in the state space by the set

(or subset) of natural numbers, N. Thus, a particular state x may be represented

only by an index i, i = 1, 2, . . . , |S|. Further, the transition probabilities defined in

Eq. (5.52) may be arranged into a transition matrix , P(s), as follows

P(s) ∈ R|S|×|S|

Pi,j(s) = p(i, j, s) = P(X(t + s) = j | X(t) = i) ∀t (5.53)

i = 1, 2, . . . , |S| j = 1, 2, . . . , |S|
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Note that P(0) = I. Chapman-Kolmogorov equations may be derived as follows

Pi,j(t + s) = P(X(t + s) = j | X(0) = i)

=
|S|

∑
k=1

P(X(t + s) = j, X(s) = k | X(0) = i)

=
|S|

∑
k=1

P(X(t + s) = j | X(s) = k, X(0) = i) P(X(s) = k | X(0) = i)

=
|S|

∑
k=1

P(X(t + s) = j | X(s) = k) P(X(s) = k | X(0) = i)

=
|S|

∑
k=1

Pi,k(s) Pk,j(t)

The matrix version of Chapman-Kolmogorov equations is given as

P(t + s) = P(t)P(s) = P(s)P(t) (5.54)

The transition rate matrix, Q, is defined as the derivative of P(t) at t = 0

Q =
d
dt

P(t)
∣∣∣
t=0

= lim
dt→0

P(dt)− P(0)
dt

= lim
dt→0

P(dt)− I
dt

(5.55)

Note that Q ∈ R|S|×|S|. A differential equation may be derived using the above

expressions Wilkinson [119, p. 138]

d
dt

P(t) = lim
dt→0

P(t + dt)− P(t)
dt

= lim
dt→0

P(dt)P(t)− P(t)
dt

= lim
dt→0

P(dt)− I
dt

P(t)

= QP(t) (5.56)
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Equation (5.56) is the matrix version of Kolmogorov’s forward equations (KFEs).

The matrix P(t) may be obtained as the solution to the following matrix differen-

tial equation

d
dt

P(t) = QP(t)

P(0) = I (5.57)

The solution to Eq. (5.57) is simply

P(t) = eQt (5.58)

in which eQt is the matrix exponential.

Assuming that full measurements are available, i. e., C = Ins×ns , the measurement-

data likelihood, π(y | θ), may be obtained as follows

π(y | θ) = P(Y(sm) = ym, Y(sm−1) = ym−1, . . . , Y(s0) = y0 | θ)

= P(X(sm) = ym, X(sm−1) = ym−1, . . . , X(s0) = y0 | θ)

= P(X(sm) = ym | X(sm−1) = ym−1, . . . , X(s0) = y0, θ)

× P(X(sm−1) = ym−1, . . . , X(s0) = y0 | θ)

= P(X(sm) = ym | X(sm−1) = ym−1, θ)

× P(X(sm−1) = ym−1 | X(sm−2) = ym−2, θ)

...

× P(X(s1) = y1 | X(s0) = y0, θ)

× P(X(s0) = y0 | θ) (5.59)
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Equation (5.59) may be written more compactly as

π(y | θ) = P(X(s0) = y0 | θ)
m

∏
i=1

P(X(si) = yi | X(si−1) = yi−1, θ) (5.60)

Assuming that the initial condition y0 is fixed and known,

P(X(s0) = y0 | θ) = 1

The term, P(X(si) = yi | X(si−1) = yi−1, θ), is an element of the transition ma-

trix P(si − si−1) which is given as the following matrix exponential (Moler and

Van Loan, 1978 [72], Moler and Van Loan, 2003 [73])

P(si − si−1) = eQ(si−si−1)

The elements of Q are comprised of reaction propensities making Q a function of

θ. Thus, the measurement-data likelihood, π(y | θ), may be computed for every

value of θ. Evaluation of π(y | θ) for one value of θ requires evaluation of as many

as m matrix exponentiations. If the time points {s0, s1, . . . , sm} are equally spaced

then ∆s = si − si−1, ∀ i = 1, 2, . . . , m and only one matrix exponentiation eQ∆s is

required.

5.2.3 Examples

The exact method described in Section 5.2, requires full measurements i. e., all

species must be measured, which limits the applicability of the method. In the

case of partial measurements , the unmeasured species may have to be sampled

using a suitable distribution and then averaged over appropriately. However, as

I will show through the following series of examples, even in the case of full

measurements, the exact method is intractable for many systems of interest.
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Example 1

Consider the simplest possible example

A
k1−→ B (5.61)

Note that the above reaction conserves the total number of molecules in the sys-

tem, i. e.,

A(t) + B(t) = A(0) + B(0) = constant ∀ t (5.62)

in which, the A(t) and B(t) represent the number of molecules of species A and

B respectively. The state of the system is represented by X(t) =

[
A(t) B(t)

]T

.

For an initial condition of x(0) =
[

a(0) b(0)

]T

=

[
100 0

]T

, the total number of

molecules in the system is 100.

A chemical reaction system involving ns species that conserves the number of

molecules can only assume a finite number of states. The number of states in the

state space, |S|, is bounded by the following combinatorial formula

|S| ≤
(

N0 + ns − 1
ns − 1

)
(5.63)

in which, N0 represents the total (conserved) number of molecules and the expres-

sion (n
k) has its usual meaning (n

k) =
n!

k!(n−k)! .
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For the example at hand, the state space attains the maximum, i. e.,

|S| =
(

a(0) + b(0) + ns − 1
ns − 1

)
=

(
101
1

)
= 101 (5.64)

Thus, the transition matrix, Q, is of size 101 × 101. In order to compute the

likelihood in Eq. (5.60), the exponentiation of matrix, Q(si − si−1) needs to be

computed. For every value of θ, at least one and at most m matrix exponentiations

are required. For, Q ∈ R101×101, this computation is not expensive.

Example 2

Consider another example with only four reactions

A
k1−→ B (5.65)

B
k2−→ C (5.66)

C
k3−→ D (5.67)

D
k4−→ A (5.68)

which also conserves the number of molecules. The initial condition, x(0) =[
a(0) b(0) c(0) d(0)

]T

=

[
100 0 0 0

]T

corresponds to the same number

of total molecules, N0 = 100. The number of states the system of reactions in

Eqs. (5.65)-(5.66) can take is given by

|S| =
(

a(0) + b(0) + c(0) + d(0) + ns − 1
ns − 1

)
=

(
103
3

)
= 176851 (5.69)

Thus, the transition matrix, Q, is of size 176851× 176851. The computation of like-

lihood now becomes prohibitively expensive even for one matrix exponentiation.
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As a result, parameter estimation for this reaction system using the exact method

is intractable.

Example 3

Consider the viral RNA genome replication reaction (in lumped form)

G + nA
k′1−→ 2G (5.70)

in which G represents the viral genome and A represents nucleic acids. The stoi-

chiometric coefficient n represents the number of nucleic acid molecules required

to create a new genome. Usually, nucleic acids exist in large quantities (millions)

while the viral genomes are very few (as few as one). Further, the time-evolution

of nucleic acids is unimportant. In such a case, the reaction in Eq. (5.70) may be

approximated as

G
k1−→ 2G (5.71)

Such an approximation is ubiquitous in systems biology [36, 87, 81, 114, 39, 88,

14, 50, 105, 6, 119, 21] and has served well in various modeling studies. Note that

the reaction in Eq. (5.71), unlike the reaction in Eq. (5.70), does not conserve the

total number of molecules. In fact, Eq. (5.71) corresponds to a possibly infinite

number of molecules. In other words the state space is infinite. This causes

the transition matrix, Q to become infinite-dimensional, thus making it almost

impossible exponentiate. While some research has been done to solve the chemical

master equation (and equivalently Kolmogorov’s forward equation) analytically

under special cases [58, 74], it is usually not possible to do so. As a result, if no

method is available to solve the CME or KFE, exact method as described in this

section may not be used. Note that even if the reaction in Eq. (5.70) is used, the



72

state space, S, would be very close to being infinite-dimensional.

Example 4

While exact method as described in this section is intractable even for many sys-

tems of interest, I demonstrate the use of the exact method using the simple fol-

lowing example

A
k1−→ B (5.72)

B
k2−→ C (5.73)

Since the system of reactions above has a finite state spacestate space!finite, the ex-

act method may be used. Also note that the number of molecules is conserved.

Thus, if the total number molecules at the initial condition is chosen to be small,

the exact method may be used to estimate parameters.

Figure 5.1 shows a typical dataset generated using the above reactions with

initial conditions X(0) = [A(0) B(0) C(0)]T = [7 8 0]T and true parameter values,

θ0 = [0.04 0.11]T. The gamma prior is described by the parameters described in

Table 5.1. Note that the mode of the prior distribution is chosen to be orders of

magnitude different from the true parameter values. Using the exact method, the

joint posterior, π(θ | y), may be obtained as shown in Figure 5.2. The joint gamma

prior, π(θ) is also shown. Note that the joint prior when compared is almost

uniform compared to the joint posterior. This indicates that the prior does not

bias the parameter estimation procedure. The corresponding marginal priors and

posteriors are shown in Figure 5.3.

The MAP estimates, θ̂exact, are shown in Table 5.1. Note that while the MAP

estimates are close to the true values, θ0, and far away from the mode of the
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Figure 5.1: Measurement data (y) simulated using true parameters, θ0 =
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Figure 5.2: Joint prior (π(θ)) and posterior (π(θ | y)) obtained using exact method
for measurement data in Figure 5.1
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Figure 5.3: Marginal prior (π(ki)) and posterior(π(ki | y)) obtained using exact
method for measurement data in Figure 5.1

Table 5.1: Parameter true values, Exact MAP estimates and prior parameters

Reactions Parameters True values MAP estimates Prior Parameters
θ0 θ̂exact θ̂prior a b

Reaction 1 k1 0.04 0.0318 15 1.01 0.00067

Reaction 2 k2 0.11 0.148 8 1.01 0.00125
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prior distribution. However, the MAP estimates are not exactly equal to the true

values. This difference between parameter estimates and the true values is called

estimator bias due to finite data. As the term indicates, in the limit of infinite data,

the difference between parameter estimates and the true values should converge

to zero. Since this parameter estimation is exact, the bias θ0 − θ̂exact is expected to

converge to 0.

5.3 estimation using deterministic formulation

As discussed in Chapter 2, a system of chemical reactions may be represented

as a system of (possibly nonlinear) ODEs or a continuous-time, discrete state

space Markov chain corresponding to the deterministic and stochastic formula-

tions, respectively. These two formulations are applicable in different regimes.

The stochastic formulation is more suited when the number of molecules of the

reacting species is small (usually 1-100) while the deterministic formulation is

valid when the number of molecules is large (usually 1000 or more). As we have

seen in Chapter 2, the stochastic formulation, though extremely slow, may be

used even when the number of molecules is large. In fact, the stochastic formula-

tion converges to the deterministic formulation in the limit of infinite number of

molecules. Even though, deterministic formulation is not applicable in the regime

of small number of molecules, it is tempting to use a deterministic formulation

for the purposes of parameter estimation. Obviously, if a deterministic model is to

be used, the parameter estimation methods described in Chapter 3 may be used.

The reasoning behind such an attempt is two-fold. Firstly, the deterministic for-

mulation arises from the stochastic formulation as a limit. Thus, the underlying

molecular mechanisms for both formulations are the same. Consequently, it may

be expected that the deterministic model, even when inapplicable, can provide the

same information about the reaction rate constants as the stochastic model. Sec-
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ondly, extensive research has been done on nonlinear ODE solvers (Hindmarsh

et al., 2005 [54]) and nonlinear optimizers (Nocedal and Wright, 2006 [77]) which

allows relatively easier estimation of parameters from deterministic models (Rawl-

ings and Ekerdt, 2004 [85]). Indeed, if the deterministic formulation provides rea-

sonable parameter estimates, there would be no need to develop other methods

that estimate use the stochastic formulation. In such a case, the parameter esti-

mates may be easily obtained through the deterministic formulation and plugged

back into the stochastic model for the purposes of prediction. However, as I show

in this section, the deterministic formulation does not necessarily provide reliable

parameter estimates. I also state the conditions under which the deterministic

formulation may or may not be able to provide accurate parameter estimates. In

many cases, biological phenomena that are described using a stochastic model do

not meet the requirements to allow the use of deterministic formulation for pa-

rameter estimation.

5.3.1 A Simple Example

Consider the following system of reactions

A
k1−→ B (5.74)

B
k2−→ C (5.75)

As discussed in Chapter 2, a system of chemical reactions described by a system

of ODEs in concentrations or a Markov chain in the number of molecules de-

pending upon the regime. The rate constants for both regimes, however, may be

interpreted differently. In Eq. (5.75), the variables k1, k2 represent the stochastic

rate constants (or hazard rate constants; see Section 1.2). Since the reactions in

Eq. (5.75), are monomolecular, the deterministic reaction rate constants equal the
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stochastic rate constants (see Section 2.1). Thus, in the deterministic regime, the

system of reactions may be described using the following system of ODEs

d
dt

cA = −k1cA

d
dt

cB = k1cA − k2cB

d
dt

cC = k2cB (5.76)

with some initial conditions cA(0) = cA0, cB(0) = cB0, cC(0) = cC0. Here, the

variables cA(t), cB(t), cC(t) denote the concentrations of species A, B and C re-

spectively, measured in moles/volume. Concentration is related to the number of

molecules as

concentration =
number of molecules

NaV
(5.77)

in which, Na ≈ 6.022× 1023 moles−1 is the Avagadro’s constant and V represents

the (fixed) volume of the reaction vessel (or cell volume; see Section 2.1). Let

A(t), B(t), C(t) denote the number of molecules of species A, B, C respectively.

The system of ODEs, Eq. (5.76), involving concentrations may be converted to use

number of molecules as follows 3

1
NaV

d
dt

A = − 1
NaV

k1A

1
NaV

d
dt

B =
1

NaV
(k1A− k2B)

1
NaV

d
dt

C =
1

NaV
k2B

3In this discussion, average number of molecules, E[A(t)], is obtained from the data. Hence

E[A(t)] = A(t). Same argument applies to other species.
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Table 5.2: Parameter true values, exact and deterministic/least-squares estimates

Reactions Parameters True values Exact estimates Least-squares estimates
θ0 θ̂exact θ̂LS

Reaction 1 k1 0.04 0.0318 0.0452

Reaction 2 k2 0.11 0.148 0.155

or,

d
dt

A = −k1A

d
dt

B = k1A− k2B

d
dt

C = k2B

A(0) = A0, B(0) = B0, C(0) = C0 (5.78)

The system of ODEs in Eq. (5.78) describes the time-evolution of the number of

molecules of each species. Also note that these equations involve the stochastic

rate constants (which happen to be equal to the deterministic rate constants in

this example). Therefore, given measurement data, the deterministic formulation

in Eq. (5.78) may be used to estimate parameters θ =

[
k1 k2

]
using the param-

eters estimation methods described in Section 3.1. Note that given a set of initial

conditions A0, B0, C0 and the (stochastic) rate constants in θ, Eq. (5.78) produces

only one solution trajectory. But the stochastic formulation (based on a Markov

chain) of the reactions in Eq. (5.75) generates different random trajectories.

I estimate the parameters for the measurement data shown in Figure 5.1 and

the deterministic formulation in Eq. (5.78) using least-squares minimization (see

Section 3.1). Figure 5.4 shows the model fit at the optimal parameter values, θ̂LS.

The deterministic formulation in Eq. (5.78) fits the measurement data reasonably

well. The optimal parameters θ̂LS are shown in Table 5.2. The estimates are quite

close to the true values, θ0.

The results of this example indicate that the deterministic formulation with
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Figure 5.4: Model fit for the measurement data in Figure 5.1

least-squares minimization provides reasonable parameter estimates, θ̂LS. These

estimates are close to the true values and the exact estimates. It may be expected

that with more data, the deterministic formulation may provide better estimates.

5.3.2 A Counter Example

Consider the following system of reactions

A
k1−→ B Excitation (5.79)

B + D
k2−→ 2B Replication (5.80)

A
k3−→ C Extinction (5.81)

As stated in Section 5.3.1, the variables k1, k2, and k3 denote the stochastic rate

constants. The deterministic rate constants for the monomolecular excitation

(Eq. (5.79)) and extinction (Eq. (5.81)) reactions are the same as the stochastic rate

constants, k1 and k3 respectively. Using Table 2.2, the deterministic rate constant
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for the replication reaction (Eq. (5.80)), is given by

kdet
2 = (NaV)k2 (5.82)

in which Na and V have the usual meanings described in the previous section

(Section 5.3.1). The deterministic formulation of the reactions in Eqs. (5.79)-(5.81)

is given by the following system of ODEs

d
dt

cA = − (k1 + k3) cA

d
dt

cB = k1cA − kdet
2 cBcD

d
dt

cC = k3cA

d
dt

cD = −kdet
2 cBcD (5.83)

with some initial conditions cA(0) = cA0, cB(0) = cB0, cC(0) = cC0, cD(0) = cD0.

Using the now familiar conversion of concentrations to number of molecules, we

obtain the following system of ODEs

d
dt

A = − (k1 + k3) A

d
dt

B = k1A− k2BD

d
dt

C = k3A

d
dt

D = −k2BD

A(0) = A0, B(0) = B0, C(0) = C0, D(0) = D0 (5.84)

Note that Eq. (5.84) does not contain the deterministic rate constant kdet
2 at all.

Thus, the nonlinear system of ODEs in Eq. (5.84) may be used to estimate param-

eters given measurement data.

Figures 5.5a-5.5b show the simulation of the stochastic system of reactions in
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(b) Extinction branch: Measurement data

Figure 5.5: Two typical (random) samples of measurement data (y) showing ex-
citation and extinction branches, obtained using true parameter values, θ0 =

[1 0.01 1]T and initial conditions, x(0) = [A0 B0 C0 D0]
T = [1 0 0 10]T
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(b) Extinction branch: Model fit

Figure 5.6: Model fit using the same deterministic formulation in Eq. (5.84) and
initial conditions. Estimates obtained using least-squares minimization.
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Table 5.3: Excitation branch: True values and deterministic/least-squares esti-
mates

Reactions Parameters True values Least-squares estimates
θ0 θ̂LS

Extinction k1 1 106

Replication k2 0.01 0.018
Extinction k2 1 3.5× 10−4

Eqs. (5.79)-(5.81) using the common initial condition of x(0) = [A0 B0 C0 D0]
T =

[1 0 0 10]T and true parameters, θ0 = [k1,0 k2,0 k3,0]
T = [1 0.01 1]T. Clearly, the two

datasets are very different. In Figure 5.5a, the single molecules of A converts to B

via the excitation reaction which results in replication of B. In Figure 5.5b, the ex-

tinction branch is taken. These two trajectories demonstrate the random behavior

called phenotypic bifurcation which cannot be explained by a deterministic formu-

lation. A deterministic system of equations, no matter how complex or nonlinear,

result in the same time-evolution trajectories when started with the same initial

condition. Individually fitting the data in Figures 5.5a-5.5b using the deterministic

formulation in Eq. (5.84) and least-squares minimization results in two completely

different model fits as shown in Figures 5.6a-5.6b. Note that unlike the example in

Section 5.3.1, the datasets in this example have very high measurement frequency.

The results of these individual fits is provided in Tables 5.4-5.3. Firstly, the es-

timates for both the datasets are very different from the true values, unlike the

previous example in Section 5.3.1. Secondly, the two datasets predict parameters

which are very different from one other. Excitation dataset predicts that the exci-

tation rate constant is high (106) while the extinction dataset predicts a low value

(1.173). The same is true for the extinction rate constant.

This example shows that deterministic formulation does not provide reliable

estimates. However, it may be considered that the unreliable estimation is an

artifact of the using only one dataset. It may be expected that the estimation

using a deterministic formulation may perform better if more data is available. To
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Table 5.4: Extinction branch: True values and deterministic/least-squares esti-
mates

Reactions Parameters True values Least-squares estimates
θ0 θ̂LS

Extinction k1 1 1.173
Replication k2 0.01 10−6

Extinction k2 1 327.29

Table 5.5: Averaged data: True values and deterministic/least-squares estimates

Reactions Parameters True values LS estimates CDIS estimates
θ0 θ̂LS θ̂CDIS

Extinction k1 1 46936 0.906
Replication k2 0.01 0.004 0.0093
Extinction k2 1 7029 0.906

address this reasoning, I estimate parameters using 100 datasets in the following

exercise. Figure 5.7a shows 100 datasets generated using the same initial condition

and true parameters as in the examples above. Figure 5.7b shows the averaged

dataset obtained by averaging over the 100 datasets in Figure 5.7a. Note that there

is a lot of variance in the 100 different trajectories. It turns out that 50 trajectories

follow the excitation branch and the other 50 go extinct. Nevertheless, the average

trajectory in Figure 5.7b appears to be smooth with very little “stochasticity”.

Parameter estimates obtained using the averaged data and the deterministic

formulation are shown in Table 5.5. The corresponding model fit is shown in

Figure 5.8. Clearly, the model does not capture the behavior of the averaged

dataset. As a result of least-squared minimization, the estimated parameters, θ̂LS

are very different from the true parameters, θ0. As a comparison, the parameter

estimates obtained using the 100 datasets in Figure 5.7a and the CDIS method

(Section 6.1), θ̂CDIS, are also provided in Table 5.5. Since the CDIS method uses the

exact stochastic chemical kinetic model, the parameters obtained are close to the

true values.
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(b) Averaged measurement data over 100 datasets

Figure 5.7: Measurement datasets obtained using θ0 = [1 0.01 1]T and initial con-
ditions, x(0) = [A0 B0 C0 D0]

T = [1 0 0 10]T
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Figure 5.8: Model fit for the measurement data in Figure 5.7b

This example shows that estimation using deterministic formulation does not

yield reliable parameter estimates but the CDIS method does.

5.3.3 Necessary conditions to use deterministic formulation

As demonstrated in Section 5.3.2, the deterministic formulation does not neces-

sarily provide the correct parameter estimates when the measurement data is ob-

tained from a stochastic kinetic model. There a few things to note here. Firstly, the

(simulated) measurement data used Section 5.3.2 was free of measurement errors.

The experimental methods have not yet reached a level of accuracy to provide

such error-free measurements. Secondly, 100 datasets with full measurements

were used. Thirdly, there was no model-experiment mismatch, i. e., exactly same

reaction kinetics were used as the model and for generating simulated measure-

ment data. In spite of these advantages, the deterministic formulation was not
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able to provide (point) estimates that were even remotely close to the true values.

It is informative to discover the necessary conditions under which the deter-

ministic formulation may yield the correct (point) estimates. The example shown

in Section 5.3.2 displays stochastic bifurcation [85, p. 168] while the example in

Section 5.3.1 does not. It so happens that for the example shown in Section 5.3.2,

the average behavior of the stochastic model does not equal to the deterministic

formulation of the same reactions. As a result, when the number of molecules

is small, then even with infinite data, the parameter estimates obtained from the

deterministic model do not equal the parameter estimates using the stochastic

formulation. Thus, the necessary condition to be able to use the deterministic for-

mulation is that E[stochastic formulation] = deterministic formulation. In other

words, the averaged behavior of stochastic formulation should be the same as the

deterministic behavior.

5.4 estimation using mcmc and uniformization

This section begins the use of simulation methods for parameter inference using a

Bayesian framework. Sections 5.4, 5.5, and 6.1 are the three simulation methods

presented in this dissertation. Section 5.4 describes a method which I call MCMC-

Unif (abbreviation for Markov Chain Monte Carlo with uniformization) and Sec-

tion 5.5 describes the MCMC-MH method (abbreviation for Markov Chain Monte

Carlo with Metropolis-Hastings). As their titles suggest, Sections 5.4 and 5.5 have

a common underlying theme of employing Markov Chain Monte Carlo (MCMC)

procedure with the difference only in the use of an embedded simulation method.

MCMC-Unif (Section 5.4) uses an endpoint-conditioned simulation method called

uniformization while MCMC-MH (Section 5.5) uses an approximate simulation

method within a Metropolis-Hastings framework. In fact, the MCMC-MH method

was developed first by Wilkinson and others (Boys et al. [14], Henderson et al.



88

[50], Golightly and Wilkinson [38, 37, 39], Wilkinson [119]). Later, Choi and Rem-

pala [21] replaced the Metropolis-Hastings step used by Boys et al. [14] with

the uniformization technique of Hobolth and Stone [56] to produce MCMC-Unif

method which is described in this section. Choi and Rempala [21] call their al-

gorithm “MCMC–Gibbs sampler” and present it rather informally. A Gibbs sam-

pling algorithm is a specific MCMC-type algorithm and the prominent feature that

differentiates the “MCMC–Gibbs sampler” from the MCMC-MH algorithm is the

use of uniformization technique. Thus, in this dissertation, I choose to refer to

their “MCMC–Gibbs sampler” as the MCMC-Unif method and I present it, rather

formally, in a notation that is consistent with other parameter estimation methods

(for stochastic chemical kinetic models) in this dissertation. In spite of the chrono-

logical development of these methods, MCMC-Unif is easier to understand when

compared to MCMC-MH, and is therefore presented first. The two methods —

MCMC-Unif (Section 5.4) and MCMC-MH (Section 5.5) — belong to the class of

MCMC methods. A short history of MCMC methods may be found in Robert and

Casella, 2011 [92], Richey, 2010 [91].

5.4.1 Gibbs Sampling Algorithm

A description of Gibbs sampling is required in order to understand the MCMC-

Unif method. Gibbs sampling allows us to sample from a joint multivariate dis-

tribution using only the conditional distributions (see Wilkinson [119, p. 255] for

a simple example). Gibbs sampling was first proposed by Geman and Geman,

1984 [30] who used it to study image-processing models. Since then, Gibbs sam-

pling has become a very popular MCMC method with many variations. It has

been used very successfully for multiple (DNA and other) sequence alignment

and weak motif detection (Lawrence et al., 1993 [62], Liu et al., 1995 [65]) with

over 500 relevant research articles on PubMed [2]. A primer on Gibbs sampling
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containing theory and examples may be found in Casella and George, 1992 [18].

Smith and Roberts, 1993 [101] provide a review of Gibbs sampling and other

MCMC methods. Computer software specially dealing with MCMC techniques is

also available [66]. An extremely introductory exposition with examples and a dis-

cussion of practical implementation issues may be found in Resnik and Hardisty,

2010 [89].

Instead of describing a general Gibbs sampling algorithm, I only describe it

as it applies to the problem of parameter estimation in the given framework.

For both MCMC methods (MCMC-Unif and MCMC-MH) discussed in this dis-

sertation have a common basic premise — instead of attempting to estimate the

measurement-data posterior, π(θ | y) these MCMC methods attempt to obtain the

full posterior distribution, π(θ, x | y). The full posterior may be written in terms of

the conditionals as

π(θ, x | y) = π(θ | x, y)π(x | y) (5.85)

π(θ, x | y) = π(x | θ, y)π(θ | y) (5.86)

Note that since X ⊆ Y (from Proposition 5.1), the event {X, Y} = {X ∩ Y} is the

same as the event {X}. Hence,

π(θ | x, y) = π(θ | x) (5.87)

in which, π(θ | x) is the complete-data posterior which is known analytically in

Eqs. (5.21)-(5.23). A basic Gibbs sampling algorithm is provided in Algorithm 5.1.

Algorithm 5.1 iteratively generates samples of θ and x from the conditional dis-

tributions π(θ | x) and π(x | θ, y), respectively. These samples of θ and x comes

from the true full posterior, π(θ, x | y) and therefore, provide a way to indirectly

sample from the full posterior using only the conditionals. The samples of θ ∈ Rnr
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Algorithm 5.1 Basic Gibbs Sampling for π(θ, x | y)

1: Given measurement-data y
2: Sample x ∼ π(x | y) . Initialize x
3: repeat
4: Sample θ ∼ π(θ | x) using current x . π(θ | x) known analytically
5: Sample x ∼ π(x | θ, y) using current θ
6: Store θ as a sample
7: until Ns samples of θ are obtained
8: Generate histogram of π(θ | y) by binning over Ns samples of θ

may be binned to create an nr-dimensional histogram representing the posterior,

π(θ | y). Further, every component of θ ∈ Rnr , ki, i = 1, 2, . . . , nr, may also be

binned to create a one-dimensional histogram representing the marginal poste-

rior, π(ki | y). We also obtain samples of x from the marginal posterior, π(x | y).

The samples (θ, x) form a Markov chain (in discrete time) whose stationary dis-

tribution is the full posterior π(θ, x | y) and hence the name Markov chain Monte

Carlo. Note that this Markov chain is already in it’s stationary distribution, i. e.,

even when only Ns = 1 sample is generated using Algorithm 5.1, that sample of

(θ, x) comes from the true distribution π(θ, x | y). In other words, if the samples

of (θ, x) are collected by running Algorithm 5.1 (with Ns = 1) 100 times, then the

histogram obtained by binning over these 100 samples would truly represent the

full posterior. The discrete-time, continuous-state Markov chain in (θ, x) should

not be confused with the continuous-time, discrete-state Markov chain in x(t)

(Section 5.2.2) formed by stochastic chemical reactions.

This basic algorithm has two major issues. Firstly, note that the initialization

step requires a sample x from the marginal posterior π(x | y), which is not avail-

able. Secondly, even if initialized, the algorithm samples x iteratively from the

conditional π(x | θ, y). This conditional is very difficult to sample from.

The first issue may be resolved by initializing the Markov chain using any
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arbitrary but feasible x. In other words, initialize the Markov chain using any

x = x0 in the support of π(x | y), i. e., π(x0 | y) > 0. In terms of the stochastic

chemical kinetic model, the algorithm may be initialized using any valid com-

plete trajectory, x0, which is consistent with the measurement data y. The initial

sample x0 need not come from any statistical distribution, it can be set manu-

ally (while maintaining consistency with y). Obviously, when the initialization is

not performed using the true marginal π(x | y), the resulting samples (θ, x) ob-

tained using Algorithm 5.1 are no longer distributed as π(θ, x | y). However, these

samples, (θ, x), still form a discrete-time, continuous-state Markov Chain whose

transition kernel is given by

p(θ, x, θ′, x′) = π(θ′, x′ | θ, x, y)

= π(x′ | θ′, θ, x, y) π(θ′ | θ, x, y)

= π(x′ | θ′, y) π(θ′ | x) (5.88)

It may be shown that this Markov chain in (θ, x) has a stationary distribution equal

to the full posterior, π(θ, x | y) (Wilkinson [119, p. 256]). Further, under mild

conditions, it may also be shown that the Markov chain converges to its stationary

distribution (Tierney, 1994 [106], Smith and Roberts, 1993 [101], Roberts and

Smith, 1994 [93]) . These convergence criterion and proofs ([101, Theorem 1], [106,

Theorem 1]) are not discussed in this dissertation and the required convergence is

assumed. Thus, when not initialized from the true distribution, the Markov chain

may be run to equilibrium to achieve (approximate) stationarity and samples of

(θ, x) may be obtained. These samples will effectively be distributed as the full

posterior and may be binned as described before to obtain a histogram of the

required posterior, π(θ | y). Ensuring convergence of the Markov chain is not

trivial and the chain must be monitored for convergence during simulation by

looking at the trace and autocorrelation plots. The first Nb samples generated by
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the Markov chain are discarded as burn-in required to achieve convergence. After

the burn-in period, if the the Markov chain “appears” converged, more samples

are simulated which are then used to generate histogram posterior(s).

The second issue may be solved in two ways. In specific cases, it may be pos-

sible to exactly sample from the conditional, π(x | θ, y), using endpoint-conditioned

methods. The use of a specific endpoint-conditioned simulation method, called

uniformization, constitutes the MCMC-Unif method. The other way to effectively

sample from the conditional, π(x | θ, y), is by using a Metropolis-Hastings step,

which produces the MCMC-MH method. I discuss the endpoint-conditioned sim-

ulation methods (specifically uniformization) in Section 5.4.3. In order to use

endpoint-conditioned simulation methods, the entire complete-data trajectory x

has to broken down into intervals, which is allowed because of the Markov prop-

erty (discussed next in Section 5.4.2) of the stochastic chemical kinetic models.

5.4.2 Markov property

The conditional, π(x | θ, y) contains the entire complete-data trajectory, x, and

the entire measurement data, y. Recall that y is composed of measurements,

{y0, y1, . . . , ym} taken at discrete times, {s0, s1, . . . , sm}.

Definition 5.2 (Complete-data interval). Complete-data interval, X[si ,sj], si ≤ sj, is a

set of random variables, defined as

X[si ,sj] = {X(t) : t ∈ [si, sj]}

A sample of X[si ,sj] is denoted by x[si ,sj].

A complete-data trajectory, x, defined over the time interval [s0, sm] is the same

as x[s0,sm]. The set of random variables X[s0,sm] may be divided into smaller intervals
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as

X[s0,sm] = X[s0,sm−1] ∩ X[sm−1,sm] (5.89)

and the conditional, π(x | θ, y), may be manipulated as

π(x | θ, y) = π(x[s0,sm] | θ, y)

= π(x[s0,sm−1], x[sm−1,sm] | θ, y)

= π(x[sm−1,sm] | x[s0,sm−1], θ, y) π(x[s0,sm−1] | θ, y) (5.90)

Using the Markov property (Eq. (5.50)) of the continuous-time, discrete-state Markov

chain 4,

π(x[sm−1,sm] | x[s0,sm−1], θ, y) = π(x[sm−1,sm] | x(sm−1), θ, ym) (5.91)

Substituting Eq. (5.91) into Eq. (5.90) and repeating the same procedure for other

intervals,

π(x | θ, y) =
m

∏
i=1

π(x[si−1,si ] | x(si−1), θ, yi) (5.92)

Thus, given the initial condition, x0 = x(s0), a sample of the complete-data tra-

jectory, x ∼ π(x | θ, y), may be generated by sequentially sampling the complete-

data intervals, x[si−1,si ], i = 1, 2, . . . , m, starting from i = 1. The Markov property,

therefore, allows us to break the entire complete-data trajectory into intervals. The

algorithm to generate samples of the complete-data trajectory, x, from the condi-

tional, π(x | θ, y) is presented in Algorithm 5.2.

When full measurements (see Section 5.2.1) are available, then, Eq. (5.92) may

4For a continuous-time Markov chain, this is a non-trivial calculation which is not presented in

this dissertation
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Algorithm 5.2 Sample x ∼ π(x | θ, y)

1: Given x0, y, and θ
2: Initialize x as an empty variable
3: for i = 1 to m do
4: Sample x[si−1,si ] ∼ π(x[si−1,si ] | x(si−1), θ, yi)
5: x ← x ∩ x[si−1,si ] . Stitch intervals together
6: end for

be re-written as

π(x | θ, y) =
m

∏
i=1

π(x[si−1,si ] | x(si−1), x(si), θ) (5.93)

5.4.3 Endpoint-conditioned simulation methods

For a continuous-time, discrete-space Markov chains, endpoint-conditioned simula-

tion methods (Hobolth and Stone, 2009 [56]) generate samples of x[si−1,si ] from the

conditional distribution π(x[si−1,si ] | x(si−1), x(si), θ). As the name indicates, the

conditional distribution. π(x[si−1,si ] | x(si−1), x(si), θ), is conditioned not only on

the initial condition x(si−1) and parameter vector θ but also on the endpoint x(si).

Contrast this simulation with the previously discussed forward simulation of a

complete-data trajectory x ∼ π(x[si−1,si ] | x(si−1), θ) using the stochastic simulation

algorithms (SSAs), in Section 2.3. Both endpoint-conditioned and forward simula-

tions generate complete-data trajectory, x = x[si−1,si ], using the initial condition and

parameters. While numerous methods (both exact and approximate) are available

for the forward simulation, endpoint-conditioned simulation methods are fewer

and less advanced. Further, the probability density, π(x[si−1,si ] | x(si−1), θ), is es-

sentially the complete-data likelihood in Eq. (5.13) and Eqs. (5.15)-(5.18). Thus, in

general for any stochastic chemical kinetics, the expression, π(x[si−1,si ] | x(si−1), θ),

may be evaluated for any value of x[si−1,si ]. Such a luxury is not available for the

endpoint-conditioned probability density, π(x[si−1,si ] | x(si−1), x(si), θ). At the time

of writing this thesis, the endpoint-conditioned density may only be evaluated for
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specific cases, as discussed next.

Sophisticated endpoint-simulation methods that work for any continuous-time,

discrete-state space Markov chain are not available. I will discuss a set of endpoint-

conditioned simulation methods which are applicable if the following conditions

are met

1. Homogeneous Markov chain in continuous time and discrete state

2. (Discrete) State space is finite

3. Markov chain is irreducible and positive recurrent (i. e. a stationary distri-

bution exists)

Many methods for generating samples from the endpoint-conditioned density

have been proposed. The most intuitive method is the naive rejective sampling

method (Blackwell, 2003 [9]) , in which x is simulated using forward simulation

(conditioned only on initial condition and parameters). This (tentative) sample is

then rejected if it does not agree with the endpoint x(si) and the forward simu-

lation is repeated. The iteration stops when a sample x is obtained that agrees

with the endpoint. Note that the naive rejection sampling method is applicable to

any general stochastic kinetics which do not meet the conditions specified above.

However, naive rejection has an extremely low probability of acceptance and there-

fore, is computationally prohibitive (Hobolth and Stone, 2009 [56]). Better meth-

ods than the naive method, available under the conditions listed above, are mod-

ified rejection sampling (Nielsen, 2002 [76]) , direct sampling (Hobolth, 2008 [55]) ,

uniformization (Jensen [59], Fearnhead and Sherlock [27], Hobolth and Stone [56],

Ross [95, p. 282]) , and bisection sampling (Asmussen and Hobolth, 2008 [7]) .

An excellent review and in-depth comparison of the uniformization and rejec-

tion, modified rejection and direct sampling methods is provided by (Hobolth

and Stone, 2009 [56]). Hobolth and Stone [56] demonstrate that, in general, no
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one method dominates the others.

The conditions for application of these methods are similar to those required

for the application of the exact method. This is because both endpoint-conditioned

simulation methods and the exact method uses the transition rate matrix, Q. In

fact, the direct sampling method also requires matrix exponentiation of Q. The

limitations mentioned for the exact method in Section 5.2 are also true for the

endpoint-conditioned simulation methods which limits the application of MCMC-

Unif method. Another important point to note is that the endpoint-conditioned

methods described here are developed for a different type of Markov chain that

are used to study mutations in DNA sequences (Nielsen [76], Hobolth [55], Fearn-

head and Sherlock [27], Hobolth and Stone [56]). Since these methods are not

developed with the stochastic chemical kinetic model in mind, they fail to use the

inherent structure of this type of Markov chain. This indicates that there is a scope

for very useful research in this field.

In this dissertation, I only use the uniformization method to simulate x from

the endpoint-conditioned density π(x[si−1,si ] | x(si−1), x(si), θ). See Hobolth and

Stone [56, Algorithm 5] for details. Other endpoint-conditioned algorithms may

be used to produce similar methods, for example, MCMC-Direct and MCMC-

Bisection.

5.4.4 MCMC-Unif Algorithm

The MCMC-Unif algorithm may be easily constructed using the Gibbs sampling

algorithm with appropriate initialization method, as described in Section 5.4.1,

and the uniformization algorithm in Section 5.4.3. Algorithm 5.3 presents the

MCMC-Unif method.
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Algorithm 5.3 MCMC with Uniformization (MCMC-Unif)

1: Given measurement-data y
2: Initialize x using Algorithm 5.4
3: repeat
4: Sample θ ∼ π(θ | x) using current x . π(θ | x) known analytically
5: Sample x ∼ π(x | θ, y) using Algorithm 5.2 with Uniformization
6: Store θ as a sample
7: until Ns samples of θ are obtained
8: Remove Nb ≤ Ns samples as burn-in
9: Generate histogram of π(θ | y) by binning over (Ns − Nb) samples of θ

Algorithm 5.4 Initialize x

1: Given measurement-data y
2: Set θ as the mode of prior distribution in Eq. (5.1)
3: Sample x ∼ π(x | θ, y) using Algorithm 5.2 using Uniformization

5.5 estimation using mcmc and metropolis-hastings

This chapter describes a parameter estimation method called the Markov Chain

Monte Carlo with Metropolis-Hastings (MCMC-MH). As mentioned in the intro-

duction to this dissertation and in Section 5.4, MCMC-MH method belongs to

the class of simulation methods, specifically MCMC methods (Robert and Casella,

2011 [92], Richey, 2010 [91]). MCMC-MH method was developed by Wilkin-

son and others (Boys et al. [14], Henderson et al. [50], Golightly and Wilkinson

[38, 37, 39], Wilkinson [119]). The development of this section continues from

the previous sections, specifically from Section 5.4.1 on Gibbs sampling. As men-

tioned in Section 5.4.1, samples of x need to be generated from the conditional

distribution, π(x | θ, y). In limited cases, endpoint-conditioned simulation meth-

ods may be used. However, in most examples of interest, the current endpoint-

conditioned methods are not applicable. Another method to generate samples

from of x from π(x | θ, y) is using Metropolis-Hastings sampling which is dis-

cussed next.
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5.5.1 Metropolis-Hastings Algorithm

Metropolis-Hastings is a Markov chain Monte Carlo sampling method first pro-

posed by Metropolis et al., 1953 [71] for performing equations of state calculations

and later generalized by Hastings, 1970 [49]. Since it’s introduction, and especially

after the convincing paper by Gelfand and Smith, 1990 [29], Metropolis-Hastings

(and other MCMC methods) have been used extensively in many fields. Among

these fields, a special mention is required for statistical physics literature in which

the use Metropolis-Hastings (and MCMC) sampling is ubiquitous (Krauth [61,

p.21], Hammersley and Handscomb [44, p. 117], Handscomb [45], Honorkamp

[57, p. 413]). An introductory exposition to the Metropolis-Hastings algorithm

may be found in Chib and Greenberg, 1995 [20] and Wilkinson [119, p. 264].

Instead of describing a general Metropolis-Hastings sampling method, I only

describe the sampling method as it applies to the problem at hand. As mentioned

in Section 5.4.1, the MCMC-MH method attempts to obtain the full posterior dis-

tribution, π(θ, x | y). Further, the underlying algorithm to obtain π(θ, x | y) is the

same Gibbs sampling algorithm that has already been described in Algorithm 5.1.

The main difference between the MCMC-Unif algorithm and MCMC-MH method

is in the generation of samples x from the conditional distribution, π(x | θ, y). As

discussed in Section 5.4.1, MCMC-Unif employs the uniformization method to

generate samples of x from the “true” conditional distribution, π(x | θ, y) while

the MCMC-MH method generates x “approximately” using Metropolis-Hastings

(MH) sampling.

It is usually not possible to sample from the true conditional distribution,

π(x | θ, y) (see Section 5.4.3). Such a condition is aptly suited to the applica-

tion of Metropolis-Hastings algorithm in which samples of x may be generated
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iteratively from a proposal function and then accepted or rejected based on an ac-

ceptance probability. The samples of x, so generated, form a Markov chain with

a stationary distribution equal to the target distribution, π(x | θ, y). Thus, MH

sampling, by itself, is a MCMC method.

However, it is difficult to create a proposal function, that can directly sample

the complete-data trajectory, x, in its entirety. Instead, a proposal function has

been developed (by Wilkinson and others [119, 14]) to sample only the complete-

data intervals, x[si−1,si ], i = 1, 2, . . . , m. The Markov property (Section 5.4.2) of the

stochastic chemical kinetic model, then, allows us to construct the entire path,

x, by “stitching” the complete-data intervals together. Thus, the MH method is

essentially applied to generate samples of x[si−1,si ], i = 1, 2, . . . , m. The proposal

function, q(x?[si−1,si ]
| x[si−1,si ]), generates “new” samples, x?[si−1,si ]

, using the “old”

samples, x[si−1,si ].

The details of the MH step is available in Wilkinson, 2012 [119], Boys et al.,

2008 [14]. In Algorithm 5.5, I provide a general algorithm to generate samples

of x[si−1,si ] for a given i ∈ {1, 2, . . . , m}. Algorithm 5.6 provides the algorithm to

generate sample of the entire complete-data path x.

5.5.2 MCMC-MH Algorithm

The MCMC-MH method is a Metropolis-within-Gibbs style overall algorithm. The

details may be found in Wilkinson, 2012 [119], Boys et al., 2008 [14]. I provide the

entire MCMC-MH algorithm in Algorithm 5.7.
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Algorithm 5.5 MH step to sample x?[si−1,si ]
∼ π(x?[si−1,si ]

| x(si−1), θ, yi)

1: Given i, x(si−1), θ, yi and x[si−1,si ]

2: repeat
3: Sample x?[si−1,si ]

∼ q(x?[si−1,si ]
| x[si−1,si ])

4: Compute acceptance ratio, A

A =
π(x?[si−1,si ]

| x(si−1), θ, yi) q(x[si−1,si ] | x?[si−1,si ]
)

π(x[si−1,si ] | x(si−1), θ, yi) q(x?
[si−1,si ]

| x[si−1,si ])
(5.94)

5: Calculate acceptance probability, α(x[si−1,si ], x?[si−1,si ]
)

α(x[si−1,si ], x?[si−1,si ]
) = min{1, A} (5.95)

6: Accept x?[si−1,si ]
with probability α(x[si−1,si ], x?[si−1,si ]

); else reject
7: until Acceptance

Algorithm 5.6 Overall MH step to sample x? ∼ π(x? | θ, y)

1: Given x0, θ, y and x
2: Initialize x? as an empty variable
3: for i = 1 to m do
4: Sample x?[si−1,si ]

using Algorithm 5.5
5: x? ← x? ∩ x?[si−1,si ]

. Stitch intervals together
6: end for

Algorithm 5.7 MCMC with Metropolis-Hastings (MCMC-MH)

1: Given measurement-data y
2: Initialize x using Algorithm 5.8 or Algorithm 5.4
3: repeat
4: Sample θ ∼ π(θ | x) using current x . π(θ | x) known analytically
5: Sample x ∼ π(x | θ, y) using Algorithm 5.6
6: Store θ as a sample
7: until Ns samples of θ are obtained
8: Remove Nb ≤ Ns samples as burn-in
9: Generate histogram of π(θ | y) by binning over (Ns − Nb) samples of θ



101

Algorithm 5.8 Initialize x

1: Given measurement-data y
2: for i = 1 to m do
3: Either set x[si−1,si ] arbitrarily, or
4: procedure
5: Set θ as the mode of prior distribution in Eq. (5.1)
6: Solve a linear integer program [119, p. 289], and/or
7: Simulate the approximate process [119, p. 289]
8: end procedure
9: end for

Table 5.6: Parameter true values, MCMC-MH estimates and prior parameters

Reactions Parameters True values MAP estimates Prior Parameters
θ0 θ̂MCMC-MH θ̂prior a b

Reaction 1 k1 0.04 0.0295 15 1.01 0.00067

Reaction 2 k2 0.11 0.150 8 1.01 0.00125

Time taken (Ns = 105) = 11, 616 seconds

5.5.3 A Simple Example

I demonstrate the application of MCMC-MH method using the same example and

measurement data in Figure 5.1. Figures 5.9a-5.9b show the marginal priors and

posteriors for both parameters. The MCMC-MH procedure was used with Ns =

105 samples. A burn-in of 10%, i. e., 104 samples was used. The remaining 90, 000

samples were used to generate the histograms in Figures 5.9a-5.9b. The parameter

estimates obtained using histogram estimation are presented in Table 5.6. The

same gamma prior was used as in Section 5.2.3.

Comparing the parameter estimates using the exact method (in Table 5.1) and

the MCMC-MH (Ns = 105) method, it appears that even with 105 samples, the

MCMC-MH estimate has still not converged to the exact estimate. Table 5.6 also

shows the computational, in seconds, time taken for sampling. Figure 5.10 shows

the joint posterior obtained by binning the samples of θ in two dimensions.
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Figure 5.9: Marginal priors and posteriors obtained using MCMC-MH method
with Ns = 105.
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Figure 5.10: Joint posterior obtained using MCMC-MH method with Ns = 105.
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6
N E W M E T H O D S F O R PA R A M E T E R E S T I M AT I O N I N

S T O C H A S T I C C H E M I C A L K I N E T I C M O D E L S

In this chapter, I present two new classes of methods for estimating parameters in

stochastic chemical kinetic models. The first class of methods, described in Sec-

tion 6.1, is based on importance sampling, which I call the conditional density impor-

tance sampling (CDIS) method. The CDIS method of parameter estimation belongs

to the class of simulation methods. Similar to the two other simulation methods

(MCMC-Unif and MCMC-MH) discussed in Sections 5.4 and 5.5 respectively, the

CDIS method of parameter estimation also generates samples of the complete-data

trajectory, x. However, the CDIS method, as shown in this chapter, uses a different

conditional distribution than the MCMC methods. Importance sampling is used

to generate a semi-analytical (approximate) expression for the coveted posterior

distribution, π(θ | y). All the three simulation methods, MCMC-Unif, MCMC-

Mh and CDIS, have the property that the posteriors generated by these methods

converge to the true exact posterior in the limit of infinite samples of x. The sec-

ond class of methods, described in Section 6.2, is called approximate direct methods.

This class of method is developed based on the insights obtained from the expres-

sions of complete-data posterior, π(θ | x) and measurement-data (CDIS) posterior,
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π̂CDIS(θ | x). Specifically, approximate direct methods exploit the fact that the vari-

ables ri = ri(x) and Gi = Gi(x), i = 1, 2, . . . , nr form sufficient statistics for these

posteriors. As the name suggests, approximate direct methods do not generate

samples of x; instead, the sufficient statistics are either computed directly from

the data (without any sampling whatsoever) or the sufficient statistics are directly

sampled (instead of through x). As a result, the approximate direct methods have

significant advantage over the simulation methods. However, as of this disserta-

tion, the approximate direct methods do not guarantee convergence to the true

exact posterior.

This chapter continues with the notation in Chapter 5.

6.1 estimation using importance sampling

Importance sampling is a very common sampling method to compute integrals

when direct Monte Carlo sampling of the intended target distribution is not pos-

sible. Importance sampling is a tool as ubiquitous as MCMC methods. In fact,

importance sampling finds a place in almost every problem that has an MCMC

based solution. A review of importance sampling methods may be found in Smith

et al., 1997 [102], Tokdar and Kass, 2010 [109]. A primer on importance sampling

with examples may be found in Rawlings and Mayne [86, p. 316].

The importance sampling based parameter estimation methods described in

this section are similar in spirit to the data augmentation(DA) algorithms by Tan-

ner and Wong, 1987 [104], sampling-importance-resampling (SIR) algorithm by Ru-

bin, 1987 [96] and especially, the poor man’s data augmentation (PMDA) algorithms

by Wei and Tanner, 1990 [116]. Gelfand and Smith, 1990 [29] provide an excellent

comparison of the three sampling methods – Gibbs sampling, data augmentation

and sampling-importance-resampling algorithms. A more recent review of some
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of these ideas may be found in Fearnhead, 2008 [26].

These previous methods (DA, SIR, PMDA) may not be applied as trivially as

it appears. The DA algorithm by Tanner and Wong, 1987 [104] is an iterative

procedure to obtain posteriors which requires sampling x from the conditional

distribution, π(x | θ, y). As discussed in Chapter 5, sampling from x ∼ π(x | θ, y)

is indeed the major obstacle in the entire estimation procedure. The SIR algorithm

by Rubin, 1987 [96] eliminates the iterative step of the DA algorithm but still re-

quires one of following two scenarios — sampling x from π(x | θ, y), or sampling

(θ, x) from an importance function, h(θ, x | y). Thus, an appropriate importance

function, h(θ, x | y), is required. In my opinion, effort required to discover such

an appropriate importance function may be used otherwise to develop a simpler

importance sampling method, which is presented as the one of the main contri-

butions of this dissertation. Further, even if the importance function, h(θ, x | y),

is readily available, the SIR method of Rubin, 1987 [96] generates only samples

of θ, which then have to be binned into a histogram. Thus, the SIR method still

suffers from the same histogram estimation problems as the MCMC methods in

Chapter 5. The PMDA algorithms by Wei and Tanner, 1990 [116], similar to the

DA algorithm, do provide an analytical expression for the desired distribution,

π(θ | y). Further, PMDA algorithms are non-interative in nature, unlike the DA

algorithm. However, the PMDA algorithms have their own requirements, some

of which are similar to the requirements of DA and SIR algorithms. Firstly, both

PMDA algorithms (PMDA 1 and PMDA 2) require us to know, θ̂, the mode of the

posterior, π(θ | y). Obviously, if θ̂ is already known, there would be no need to

perform parameter estimation in the first place. In fact, Wei and Tanner, 1990 [116]

present a Monte Carlo version of the Expectation Minimization algorithm (called

MCEM) that provides the θ̂. The MCEM algorithm is an iterative procedure which

requires sampling from π(x | θ, y) and provides only the MAP estimate, θ̂ and not



107

the entire posterior, π(θ | y). The PMDA algorithms were then provided by Wei

and Tanner, 1990 [116] to obtain an analytical expression for the entire posterior,

which justifies the name “data augmentation” in PMDA. Thus, PMDA algorithms

are not parameter estimation methods at all. The aim of this discussion is to illus-

trate that while PMDA algorithms appear similar to the CDIS algorithm, PMDA

algorithms cannot be used to estimate parameters. Secondly, even if θ̂ is available,

both PMDA algorithms still require sampling from π(x | θ, y). Even further, even

if it is possible to sample from π(x | θ, y), PMDA 1 still provides only a first-order

approximation to the true posterior.

As the discussion subtly indicates, the main obstacle lies in the sampling of

the complete-data trajectory x, conditioned on the given measurement data, y

through various conditional distributions. While different conditional distribu-

tions of the form π(x, · | ·, y) may be adjusted by using a specific method, samples

of x conditioned on y must be generated. Further, since exact sampling from

these conditionals is not possible in general, approximations to these conditionals

have to be used. For example, the MCMC-MH method uses a proposal function

and the Metropolis-Hastings sampling algorithm while the SIR method uses an

importance function. While the choice of the approximate distribution may also

be adjusted by choosing an appropriate method, some approximate distribution

must be developed. And therein lies the practical challenge.

In this section, I develop and describe an importance sampling based parame-

ter inference method, named conditional sampling importance sampling (CDIS), that

is specific to the estimation framework described in this dissertation. While the

analytical estimation of the posterior using an importance sampling method is

certainly not novel, the importance function is. This importance function helps

provide the following benefits



108

1. a non-iterative procedure

2. a (semi-)analytical expression of the entire posterior, as opposed to only the

mode

3. convergence towards the true exact posterior

4. smaller computational expense than other methods

The importance sampling described in this section may also be categorized as

sequential importance sampling (SIS) (Tokdar and Kass, 2010 [109], Richard and

Zhang, 2007 [90] and Liu [64, p. 46]) due to the “sequential” nature of generating

samples of a high-dimensional random variable.

6.1.1 Importance sampling

The MCMC methods in Sections 5.4 and 5.5 aim to estimate the full measurement-

data posterior, π(θ, x | y). The CDIS method presented in this section attempts to

obtain only the required posterior, π(θ | y). The procedure begins as follows

π(θ | y) =
∫

x
π(θ, x | y)dx

=
∫

x
π(θ | x, y) π(x | y) dx

=
∫

x
π(θ | x) π(x | y) dx (∵ Eq. (5.87)) (6.1)

Obviously, if it was possible to sample from π(x | y), then the above integral may

be approximated by Monte Carlo sampling as

π(θ | y) =
∫

x
π(θ | x) π(x | y) dx

≈ 1
Ns

Ns

∑
k=1

π(θ | xk) (6.2)
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in which, xk, k = 1, 2, . . . , Ns, are samples from π(x | y). Since we cannot sam-

ple from π(x | y), importance sampling may be used to perform the integral in

Eq. (6.1)

π(θ | y) =
∫

x
π(θ | x) π(x | y) dx

≈
Ns

∑
k=1

π(θ | xk)
π(xk | y)

q(xk)
(6.3)

in which, q(·) is the importance function (or distribution) and xk, k = 1, 2, . . . , Ns, are

samples from q(x) instead. The ratios of the target distribution and the importance

function, are called (non-normalized) weights, w′k

w′k =
π(xk | y)

q(xk)
k = 1, 2, . . . , Ns (6.4)

Re-writing Eq. (6.3) compactly,

π(θ | y) =
∫

x
π(θ | x) π(x | y) dx

≈
Ns

∑
k=1

w′k π(θ | xk) (6.5)

Note that if the samples, xk, can be generated from q(x) and the conditional,

π(x | y), can be evaluated, then the weights, w′k, can be computed numerically.

Further, the complete-data posteriors, π(θ | xk) are known analytically as prod-

uct of gamma distributions in Eqs. (5.22)-(5.23). Investigating the conditional,

π(x | y),

π(x | y) =
π(x, y)
π(y)

=
π(y | x)π(x)

π(y)
(6.6)
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in which, π(x) is the complete-data marginal likelihood known analytically in

Eq. (5.24). The reverse conditional, π(y | x), is very simply

π(y | x) =


1 if y is consistent with x

0 otherwise
(6.7)

because Y ⊆ X (Proposition 5.1). The measurement-data marginal likelihood,

π(y), is still unknown. However, π(y) does not depend on xk and may be elim-

inated by normalizing the weights as follows. Enforcing the condition that the

posterior density, π(θ | y), approximately integrates to one,

∫
θ

π(x | y) dθ ≈
∫

θ

Ns

∑
k=1

w′kπ(θ | xk) dθ

1 ≈
Ns

∑
k=1

w′k
∫

θ
π(θ | xk) dθ

1 ≈
Ns

∑
k=1

w′k

1 ≈ 1
π(y)

Ns

∑
k=1

π(y | xk)π(xk)

q(xk)

results in the following approximate expression for the measurement-data marginal

likelihood

π(y) ≈ π̂(y) =
Ns

∑
k=1

π(y | xk)π(xk)

q(xk)
(6.8)
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in which, π̂(y) is the approximate measurement-data marginal likelihood. An

approximate posterior may now be defined as

π(θ | y) ≈
Ns

∑
k=1

w′k π(θ | xk)

=
1

π(y)

Ns

∑
k=1

π(y | xk)π(xk)

q(xk)
π(θ | xk)

≈ 1
π̂(y)

Ns

∑
k=1

π(y | xk)π(xk)

q(xk)
π(θ | xk)

= π̂(θ | y) (6.9)

Re-arranging,

π̂(θ | y) =
Ns

∑
k=1

π(y | xk)π(xk)

q(xk)π̂(y)
π(θ | xk)

in which,

π(y | xk)π(xk)

q(xk)π̂(y)
= wk =

π(y|xk)π(xk)
q(xk)

∑Ns
j=1

π(y|xj)π(xj)

q(xj)

(6.10)

Here, wk, k = 1, 2, . . . , Ns, are the normalized weights which may also be written as

wk =
w′k

∑Ns
j=1 w′j

=

π(y|xk)π(xk)
q(xk)

∑Ns
j=1

π(y|xk)π(xk)
q(xj)

k = 1, 2, . . . , Ns (6.11)

Note that the normalized weights sum up to one,

Ns

∑
k=1

wk = 1 (6.12)
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Also, note that when the sampled complete-data trajectory xk is inconsistent with

the measurement data y, i. e., when π(y | xk) = 0,

wk = 0, k = 1, 2, . . . , Ns (6.13)

Re-writing the approximate posterior, π̂(θ | y), compactly

π̂(θ | y) =
Ns

∑
k=1

wk π(θ | xk) (6.14)

Note that in the above expression of the approximate posterior, all terms are either

analytically known or may be numerically computed if an appropriate importance

function q(x) is available. The only restrictions on the importance function are

1. q(x) must have the same support as the target distribution π(x | y)

2. (independent) sampling of x ∼ q(x) must be possible

3. evaluation of probability density q(xk) must be possible for any sample xk

Any importance function that satisfies these three mandatory restrictions provides

us with an importance-sampling-based parameter inference method which has

the first three properties promised in the introduction to Section 6.1. Firstly, the

method to obtain the approximate posterior, π̂(θ | y) is non-iterative. Secondly,

for any number of samples, Ns, including when Ns = 1, Eq. (6.14) provides a

semi-analytical posterior. The complete-data posteriors are available analytically

(see Eqs. (5.22)-(5.23)) and the weights, wk, k = 1, 2, . . . , Ns, may be numerically

computed (see Eq. (6.11)). This expression, π̂(θ | y), in Eq. (6.14), is called semi-

analytical to indicate that its evaluation requires a detailed sampling procedure

and is not as straightforward as the evaluation of the posterior (Eqs. (5.22)-(5.23))

when complete-data is given. Thirdly, the convergence to the true exact posterior,

π(θ | y) is guaranteed in the limit of infinite number of samples, i. e., as Ns → ∞.



113

The restrictions above are rather mild and allow the use of an importance

function that may not even be related to the stochastic chemical kinetic model but

satisfies the restrictions. In such a case, where the importance function, q(x) does

not resemble the target distribution, π(x | y), the convergence of π̂(θ | y) towards

the π(θ | y) is extremely slow. Since q(x) does not resemble π(x | y), the ratio
π(xk |y)

q(x) has a large variance over k = 1, 2, . . . , Ns which results in a large variance

in the weights wk. Consequently, while the convergence is still guaranteed, a pro-

hibitively large number of samples is required to obtain a good estimate of the true

posterior. In contrast, when the importance function is similar to the target distri-

bution, the weights, wk, k = 1, 2, . . . , Ns have low variance and better convergence

is achieved using fewer samples. Thus, the choice of the importance function is the

key to practical use of this parameter estimation method. In the next subsection,

I describe a few importance functions which perform well. The class of param-

eter inference methods described in this section are collectively called importance

sampling based methods, which belong to the category of simulation methods.

6.1.2 Importance functions

The importance function, q(x), described in the previous subsection, aims to

mimic the target distribution, π(x | y). As mentioned before, importance sam-

pling would not even be required if it was possible to sample from the target

distribution itself. In that case, q(x) = π(x | y), and the weights would all be

equal, wk = 1
Ns

, k = 1, 2, . . . , Ns, which corresponds to an ideal condition of zero-

variance weights and the approximate posterior is given by Eq. (6.2). Since it is not

possible to sample from π(x | y), I attempt to develop an importance function,

q(x), as an approximation to the target distribution, that allows sampling and is

as close to the the target distribution, π(x | y), as possible. I begin with the target
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distribution itself,

π(x | y) =
∫

θ
π(θ, x | y) dθ

=
∫

θ
π(x | θ, y)π(θ | y) dθ (6.15)

The above expression requires the use of the posterior, π(θ | y), which is obviously

not available. However, since only an approximation to π(x | y) is required I can

approximate π(θ | y) with another known distribution, namely the prior, π(θ).

This approximation is not that far-fetched, given that in the case of complete-data

measurements (Section 5.1.2), both the prior and posterior belong to the same

family of distributions, albeit with different parameters.

π(x | y) =
∫

θ
π(x | θ, y)π(θ | y) dθ

≈
∫

θ
π(x | θ, y)π(θ) dθ (6.16)

in which, the coveted conditional distribution, π(x | θ, y) is still unknown. Using

Eq. (5.92), we know that,

π(x | θ, y) =
m

∏
i=1

π(x[si−1,si ] | x(si−1), θ, yi)

As discussed in Sections 5.4 and 5.5, a sample of x may be generated by sam-

pling the complete-data intervals, x[si−1,si ], i = 1, 2, . . . , m. The aim for the rest

of this subsection is to develop an importance function that generate samples

of complete-data intervals. Essentially, if q(x[si−1,si ] | θ, y) represents the (approx-

imate) distribution that can generate the corresponding complete-data interval,

then q (x | θ, y) may be represented by

q (x | θ, y) =
m

∏
i=1

q(x[si−1,si ] | θ, y) (6.17)
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Substituting Eq. (6.17) into Eq. (6.15), and continuing the approximation

π(x | y) ≈
∫

θ
π(x | θ, y)π(θ) dθ

≈
∫

θ
q (x | θ, y)π(θ) dθ

=
∫

θ

m

∏
i=1

q(x[si−1,si ] | θ, y) π(θ) dθ (6.18)

Using the above expression, and the identity,
∫

θ π(θ) dθ = 1, and approximating

further,

π(x | y) ≈
∫

θ

m

∏
i=1

q(x[si−1,si ] | θ, y) π(θ) dθ

=
∫

θ

m

∏
i=1

q(x[si−1,si ] | θ, y) π(θ) dθ ×
m

∏
i=2

∫
θ

π(θ) dθ

≈
m

∏
i=1

∫
θ

q(x[si−1,si ] | θ, y) π(θ) dθ (6.19)

Using the equivalence of complete-data trajectory, x[si−1,si ] = {x(t) : t ∈ [si−1, si]},

and the complete event data in Eq. (5.11),

q
(

x[si−1,si ] | θ, y
)

= q


x(si−1), n,

(nj, tj), j = 1, 2, . . . , n,

no reaction in (tn, si]

∣∣∣∣∣∣∣∣∣∣
θ, y

 (6.20)

in which, n and (nj, tj), j = 1, 2, . . . , n, have their usual meanings from Section 5.1.

The random variable, N (and its sample n), represents the total number of reac-

tions occurred during the time interval [si−1, si]. The vector-valued random vari-

able, R ∈ Rnr (and its sample r), represents the number of times each reaction Ri,

i = 1, 2, . . . , nr, occurred in time interval [si−1, si] (see Section 5.1.1). Thus, given

R, N is completely given by the Eq. (5.7). Hence, the event {N = n, R = r} is
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equivalent to the event {R = r}.

{N = n, R = r} ≡ {R = r} (6.21)

Using the above equivalence with the understanding that the complete event data

contains the entire information about the path x[si−1,si ], we can establish the equiv-

alence of the following events

x[si−1,si ] ≡


x(si−1), n,

(nj, tj), j = 1, 2, . . . , n,

no reaction in (tn, si]

 ≡


x(si−1), n, r

(nj, tj), j = 1, 2, . . . , n,

no reaction in (tn, si]


≡


x(si−1), r

(nj, tj), j = 1, 2, . . . , n,

no reaction in (tn, si]

 (6.22)

Substituting from Eq. (6.22) into Eq. (6.20),

q
(

x[si−1,si ] | θ, y
)

= q


x(si−1), r,

(nj, tj), j = 1, 2, . . . , n,

no reaction in (tn, si]

∣∣∣∣∣∣∣∣∣∣
θ, y

 (6.23)
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By repeated conditioning,

q
(

x[si−1,si ] | θ, y
)

= q


r,

(nj, tj), j = 1, 2, . . . , n,

no reaction in (tn, si]

∣∣∣∣∣∣∣∣∣∣
x(si−1), θ, y


× q (x(si−1) | θ, y)

= q

(nj, tj), j = 1, 2, . . . , n,

no reaction in (tn, si]

∣∣∣∣∣∣∣∣ r, x(si−1), θ, y


× q (r | x(si−1), θ, y)

× q (x(si−1) | θ, y)

= q
(
{tj, j = 1, 2, . . . , n} | {nj, j = 1, 2, . . . , n}, r, x(si−1), θ, y

)
× q

(
{nj, j = 1, 2, . . . , n} | r, x(si−1), θ, y

)
× q (r | x(si), θ, y)

× q (x(si−1) | θ, y) (6.24)

Renaming the approximate distributions for convenience,

q(i)t|θ = q
(
{tj, j = 1, 2, . . . , n} | {nj, j = 1, 2, . . . , n}, r, x(si−1), θ, y

)
q(i)seq|θ = q

(
{nj, j = 1, 2, . . . , n} | r, x(si−1), θ, y

)
q(i)r|θ = q (r | x(si−1), θ, y)

q(i)ic|θ = q (x(si−1) | θ, y) (6.25)

Eq. (6.24) may be written compactly as

q
(

x[si−1,si ] | θ, y
)

= q(i)t|θ q(i)seq|θ q(i)r|θ q(i)ic|θ (6.26)
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It is important to note that we could choose the distribution functions, q(i)t|θ , q(i)seq|θ ,

q(i)r|θ and q(i)ic|θ arbitrarily as long as the final importance distribution q(x) follows

the stated restrictions in Section 6.1.1. Howvere, the aim of this exercise is to ob-

tain only an approximation of π(x | y).

Substituting the above expression in ith product term of the right-hand side of

Eq. (6.19),

∫
θ

q
(

x[si−1,si ] | θ, y
)

π(θ) dθ =
∫

θ
q(i)t|θ q(i)seq|θ q(i)r|θ q(i)ic|θ dθ (6.27)

Since the initial condition, x(s0) is assumed to be known (i. e., fixed), and x(si−1),

i = 2, . . . , m is known using the previous complete-data interval, x[si−2,si−1],

q(i)ic|θ = q (x(si−1) | θ, y) = 1 (6.28)

Further, assuming that q(i)r|θ does not depend on θ,

q(i)r =
∫

θ
q(i)r|θ π(θ) dθ

= q(i)r|θ

∫
θ

π(θ) dθ

= q(i)r|θ (6.29)

Eq. (6.27) may now be reduced to

∫
θ

q
(

x[si−1,si ] | θ, y
)

π(θ) dθ =
∫

θ
q(i)t|θ q(i)seq|θ q(i)r|θ q(i)ic|θ dθ

= q(i)r|θ

∫
θ

q(i)t|θ q(i)seq|θ π(θ) dθ

= q(i)r|θ

∫
θ

q(i)t|θ q(i)seq|θ π(θ) dθ
∫

θ
π(θ) dθ

≈ q(i)r|θ

∫
θ

q(i)t|θ π(θ) dθ
∫

θ
q(i)seq|θ π(θ) dθ (6.30)
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Further renaming the two distributions,

q(i)t ≈
∫

θ
q(i)t|θ π(θ) dθ (6.31)

q(i)seq ≈
∫

θ
q(i)seq|θ π(θ) dθ (6.32)

Rewriting Eq. (6.30) in new variables,

∫
θ

q
(

x[si−1,si ] | θ, y
)

π(θ) dθ ≈ q(i)r q(i)t q(i)seq (6.33)

Using Eq. (6.19) and Eq. (6.33), the overall importance function may be written as

the following crude approximation of π(x | y),

q(x) =
m

∏
i=1

q(i)r q(i)seq q(i)t (6.34)

A sample x may be generated using q(x) by sequentially sampling each complete-

data interval, x[si−1,si ], i = 1, 2, . . . , m. Note that this sequential algorithm is similar

to the Algorithms 5.2 and 5.6. The ith complete-data interval may be sampled in

three stages — (1) sample r ∼ q(i)r , (2) given r, sample {nj, j = 1, 2, . . . , n} using

q(i)seq, and (3) given r, {nj, j = 1, 2, . . . , n}, sample {tj, j = 1, 2, . . . , n} using q(i)t .

These steps are explained next.

(1) Sample r ∼ q(i)r

Case 1: Non-cyclical kinetics, full measurements. Since the kinetics in non-cyclical,

νT has full column rank. Since full measurements are available, r for the time in-

terval [si−1, si] may be directly computed by solving the system of linear equations

x(si)− x(si−1) = νTr (6.35)
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which has a unique solution. In this case, the random variable R is actually known

deterministically.

Case 2: Cyclical kinetics, full measurements. Since full measurements are available, r

for the time interval [si−1, si] is still constrained according to the Eq. (6.35). How-

ever, since the kinetics is cyclical, νT does not have full column rank, and the

solution to Eq. (6.35) is no longer unique. In such a case, a tuning distribution is

required to generate samples of r. This issue is also encountered during the imple-

mentation of MCMC-MH algorithm. Wilkinson, 2012 [119], Boys et al., 2008 [14]

used a modified Bessel function with a rather ad hoc tuning parameter which is

specific to their Lotka-Volterra model. Since the tuning distribution provides only

the proposal values which are later corrected by an acceptance/rejection step,

the exact choice of the tuning distribution is not very restrictive. The only con-

sideration is to achieve “good” convergence. The tuning distribution provided

by Wilkinson, 2012 [119], Boys et al., 2008 [14] induces “good” mixing of the chain

thereby resulting in “good” convergence. Further, a general “tuning distribution”

is difficult to specify. Therefore, I describe only a general framework of choos-

ing a “tuning distribution” and provide examples. Also note that, as in the case

of MCMC-MH method, the choice of the importance function is also not very

restrictive.

Let d, d < nr be the degrees of freedom in the solution space of Eq. (6.35).

Partition the solution space, r ∈ Rnr , into rf ∈ Rnr−d and rv ∈ Rd. Here rv denotes

the independent variables and rf denotes the rest of the solution space. Note that,

r only assumes non-negative integer values. As a result of this partition,

q(i)(rf | rv) =


1 if rf is consistent with rv

0 otherwise
(6.36)
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and,

q(i)(r) = q(i)(rf, rv)

= q(i)(rf | rv) q(i)(rv) (6.37)

Thus, a distribution, q(i)(rv), that is defined only on the independent variables is

required. When d = 1 (e. g., Lotka-Volterra model [14]), the random variable rv

is a scalar and a conditional Poisson distribution may be used to generate the re-

quired samples. The gene on-off example presented in Section 7.2 also uses such

a Poisson distribution.

Case 3: Partial measurements. Since partial measurements are available, instead of

Eq. (6.35), the following system of linear equations must be solved to obtain r (see

Section 5.2.1),

yi − Cx(si−1) = C νTr (6.38)

This case is similar to either one of the above cases and may be handled similarly.

Given r, n is known according to the Eq. (5.7). Next, a sequence of reac-

tion indices, nj, j = 1, 2, . . . , n needs to be sampled. And then, a sequence of

reaction times, tj, j = 1, 2, . . . , n needs to sampled. Note that the correspond-

ing importance distributions, q(i)seq and q(i)t , do not involve the parameters, θ. In

fact, θ has been deliberately integrated out. At a first look, especially from a

physical standpoint, sampling a complete-data path x[si−1,si ] or any of its compo-

nents (e. g., reaction index nj, reaction time tj) without conditioning on θ seems

absurd. However, a look at Eqs. (6.31)-(6.32) would suggest an intuitive expla-

nation. Consider the following Monte Carlo thought experiment — (a) sample

θk ∼ π(θ), (b) conditioned on θk, generate the required random variable, for ex-
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ample, the sequence of reaction indices, nj, j = 1, 2, . . . , n from the conditional

distribution, π(nj, j = 1, 2, . . . , n | θ, ·). The samples of nj, thus obtained, come

from the joint distribution π(θ, nj, j = 1, 2, . . . , n) (see Gibbs sampling in Sec-

tion 5.4.1). The samples of nj can now be binned to generate a histogram of the

marginal π(nj, j = 1, 2, . . . , n). Thus, sampling relevant random variables with-

out conditioning on θ does make sense. However, I do not use such a sampling

scheme. Instead, the importance distributions, q(i)seq and q(i)t , are obtained by ana-

lytically integrating out θ (with approximation).

(2) Sample {nj, j = 1, 2, . . . , n} using q(i)seq

Case 1: Small n. Given r, it is known how many times each reaction occurred in

the time interval [si−1, si]. All that is required to sample an arrangement of the

corresponding reaction indices. The total number of reactions, n is given as,

n =
nr

∑
u=1

ru

while the number of times each reaction, Ru, u = 1, 2, . . . , nr, occurred in the ith

interval, is given by ru. The maximum number of sequences possible is given by

the following multinomial coefficient

Nseq, max =

(
n

r1 r2 · · · rnr

)
=

n!
r1! r2! · · · rnr !

Since n is small enough, Nseq, max is small as well. Note that Nseq, max represents

the maximum possible sequences. The reaction kinetics may allow only a fraction

of these Nseq, max sequences to actually occur. For example, some sequences may

correspond to negative species which is not feasible. When Nseq, max is small or

when it is expected (by examining the reaction kinetics) that the actual number

of feasible sequences, Nseq is small then all of these feasible sequences may be

enumerated. Assuming that the reaction propensities do not directly depend on
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time, the following probability may be exactly and analytically specified

π
(
{nj, j = 1, 2, . . . , n} | θ, x(si−1)

)
=

n

∏
j=1

hnj(x(tj−1), θ)

h0(x(tj−1), θ)

=
n

∏
j=1

knj gnj(x(tj−1))

h0(x(tj−1), θ)
(6.39)

in which, t0 = si−1 and tn+1 = si are defined for notational convenience and h0(·)

is the total reaction propensity as defined in Eq. (5.12) (see Section 5.1.1). Using

the definition of gprod in Eq. (5.16) for the ith interval,

π
(
{nj, j = 1, 2, . . . , n} | θ, x(si−1)

)
= g(i)prod

nr

∏
v=1

kv
rv 1

∏n
j=1 h0(x(tj−1), θ)

(6.40)

in which

g(i)prod =
n

∏
j=1

gnj(x(tj−1)) tj ∈ [si−1, si] (6.41)

Conditioning on yi may be performed by only admitting the feasible sequences,

i. e.,

π
(
{nj, j = 1, 2, . . . , n} | θ, x(si−1), yi

)
∝ g(i)prod ∏nr

v=1 kv
rv 1

∏n
j=1 h0(x(tj−1),θ)

if sequence is feasible

= 0 otherwise
(6.42)

Choosing q(i)seq|θ as the above distribution and integrating as described in Eq. (6.32),

the required importance distribution, q(i)seq, may be written as

q(i)seq
(
{nj, j = 1, 2, . . . , n}

) ∝∼
∫

θ
g(i)prod

nr

∏
v=1

kv
rv 1

∏n
j=1 h0(x(tj−1), θ)

π(θ)dθ (6.43)
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in which {nj, j = 1, 2, . . . , n} is a feasible sequence and W is just a proportionality

constant. Approximating further,

q(i)seq
(
{nj, j = 1, 2, . . . , n}

)
∝ g(i)prod (6.44)

q(i)seq
(
{nj, j = 1, 2, . . . , n}

)
=

g(i)prod

∑all feasible sequences g(i)prod

(6.45)

Note that the expression gprod also appears in the expression of π(x) in Eq. (5.24).

In fact, if the above importance function, q(i)seq, is used, then the term gprod cancels

out leading to a lower variance in weights. Thus, if all sequences may be enumer-

ated, then the above expression provides an excellent importance function.

Case 2: Large n. Given r, it is known how many times each reaction occurred in

the time interval [si−1, si]. All that is required to sample an arrangement of the

corresponding reaction indices. The total number of reactions, n is given as,

n =
nr

∑
u=1

ru

while the number of times each reaction, Ru, u = 1, 2, . . . , nr, occurred in the ith

interval, is given by ru. The maximum number of sequences possible is given by

the following multinomial coefficient

Nseq, max =

(
n

r1 r2 · · · rnr

)
=

n!
r1! r2! · · · rnr !

(6.46)

For large n, the number of possible sequences is much larger, and a faster method

to sample sequence is needed. One such method is to choose each sequence with

the same probability

q(i)seq =
1

Nseq, max
for every sequence {nj, j = 1, 2, . . . , n} (6.47)
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Note that this importance function, q(i)seq may generate a sample sequence which

is not feasible, i. e., at least one species becomes negative. Such a sequence corre-

sponds to π(xk) = 0, which implies that the corresponding weight, wk = 0. As a

result, this infeasible sample does not contribute to the final estimation. Further,

the computer program may be written in such a way that the infeasible sequences

are discarded without further computations, thus saving computational effort.

(3) Sample {tj, j = 1, 2, . . . , n} using q(i)t

Having sampled r and the reaction index sequence, the last quantity required is

the reaction times, tj, j = 1, 2, . . . , n. In other words, now that we know which

reactions occur, all we need to do is assign times to those reactions. Note that,

conditioned on θ, x(si−1) and reaction index sequence {nj, j = 1, 2, . . . , n}, the

reaction times, tj, j = 1, 2, . . . , n, are distributed with known exponential distri-

butions. In fact, simulation of reaction times conditions on parameters, initial

condition and reaction index sequences, is just a part of the forward simulation de-

scribed in Section 2.3. Note that since we have conditioned on the reaction index

sequence, we do not need to condition on yi again. However, there is one last

conditioning remaining — we need to ensure that last reaction time, tn ≤ si. This

can be accomplished as follows. Let the variables, Vj represent the “inter-event”

times as follows

Vj = Tj − Tj−1 j = 1, 2, . . . , n + 1 (6.48)

in which, T0 = si−1 and Tn+1 = si are defined for notational convenience. Given

θ, x(si−1), and {nj, j = 1, 2, . . . , n}, each inter-event time, Vj, j = 1, 2, . . . , n, are

exponentially distributed, independent random variables with known parameters.

Vj ∼ Exp(h0(x(Tj−1), θ)) j = 1, 2, . . . , n + 1 (6.49)
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Note that, the reaction propensities hnj(x(Tj−1), θ), j = 1, 2, . . . , n + 1, even though

functions of random variables, Tj−1, j = 1, 2, . . . , n + 1, are known. This is be-

cause the (1) reaction propensities do not depend directly on time and, (2) the

states, x(tj−1), j = 1, 2, . . . , n + 1, are known because the reaction index sequence

is known.

The sum of independent exponential distributions form a Hypoexponential dis-

tribution (Smaili et al., 2013 [100], Bolch et al., 2001 [12]). See Section A.2 in

Appendix A. Renaming the propensities,

λj = h0(x(Tj−1), θ) j = 1, 2, . . . , n + 1 (6.50)

the required Hypoexponential distributions is given as

Tn − T0 =
n

∑
j=1

Vj ∼ HypoExp(λ1, λ2, . . . , λn) (6.51)

Tn+1 − T0 =
n+1

∑
j=1

Vj ∼ HypoExp(λ1, λ2, . . . , λn+1) (6.52)

Conditioning on the event

A d
= {Tn ≤ si} ∩ { Tn+1 ≥ si}

≡ {Tn − T0 ≤ ∆s} ∩ { Tn+1 − T0 ≥ ∆s} (6.53)

the random variable, Tn − T0 | A, is nothing but a conditioned Hypoexponential

random variable. See Section A.3 for details. Using similar integration and ap-

proximation procedure, the following importance function may be obtained,

q(i)t ({tj, j = 1, 2, . . . , n}) =
n

∏
j=1

q(i)tj
(tj) (6.54)



127

in which,

q(i)tj
(tj) ∝

tj−1
j

∏nr
v=1(1 + αvtj)av

j = 1, 2, . . . , n (6.55)

αv =
∑

j
u=1 gv(x(tu))− gv(x(tj))

jbv
(6.56)

Tj, j = 1, 2, . . . , n, may be sampled using the above distribution via acceptance/rejection

sampling.

Large n. In this case, Tj, j = 1, 2, . . . , n, may be sampled using a truncated gamma

distribution (see Appendix A).

6.1.3 CDIS Algorithm

The procedure described in the previous section is named conditional density impor-

tance sampling (CDIS) method. Algorithm 6.1 provides the overall CDIS algorithm.

Algorithm 6.1 Overall CDIS

1: Given measurement-data y
2: Separate y into intervals [yi−1, yi], i = 1, 2, . . . , m
3: for i = 1 to m do
4: repeat
5: Sample r ∼ q(i)r
6: Compute n = ∑nr

v=1 rv

7: Sample {nj, j = 1, 2, . . . , n} ∼ q(i)seq

8: Sample {tj, j = 1, 2, . . . , n} ∼ q(i)t
9: until Ns samples of xk, k = 1, 2, . . . , Ns, are obtained

10: end for
11: Compute weights, wk, k = 1, 2, . . . , Ns
12: Approximate posterior, π̂(θ | y) is given by Eq. (6.14) analytically
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Table 6.1: Parameter true values, CDIS estimates and prior parameters

Reactions Parameters True values MAP estimates Prior Parameters
θ0 θ̂CDIS θ̂prior a b

Reaction 1 k1 0.04 0.0321 15 1.01 0.00067

Reaction 2 k2 0.11 0.148 8 1.01 0.00125

Time taken (Ns = 104) = 3, 266 seconds

Table 6.2: Parameter true values, CDIS estimates for different Ns

Reactions Parameters True values MAP estimates, θ̂CDIS
θ0 Ns = 1 Ns = 102 Ns = 103 Ns = 104

Reaction 1 k1 0.04 0.0322 0.0320 0.0319 0.0321

Reaction 2 k2 0.11 0.151 0.150 0.150 0.148

6.1.4 A Simple Example

I demonstrate the application of CDIS method using the same example and mea-

surement data in Figure 5.1. Again, the same gamma prior was used as in the

previous examples to allow a comparison. Various values of Ns were chosen to

demonstrate the convergence of the posterior, as shown in Figures 6.1a-6.1b and

Table 6.2. Note that even with just one sample, the parameter estimates are close

to the exact estimates in Table 5.1. However, even if a large number of samples

are used, the computational time taken for sampling is about three time less than

that required by the MCMC-MH method (see Table 5.6). The convergence of the

posteriors is very good as can be seen in Figures 6.1a-6.1b.

6.2 estimation using approximate direct methods

This is a new class of methods that was developed during my research and at the

of writing this dissertation had no close related literature methods. The approx-

imate maximum likelihood (AML) method of Reinker et al., 2006 [87] has some

limited similarity with an argument presented in this section. As mentioned in
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Figure 6.2: Joint and posterior obtained using CDIS method with Ns = 104.

the introduction to this chapter, the class of approximate direct (AD) methods is

developed based on the insights obtained from the analytical expression of the

CDIS approximate posterior, π̂(θ | y) (in Eq. (6.14)), which in turn depends on the

complete-data posterior, π(θ | x) (in Eq. (5.23)).

Considering the case of the complete-data posterior, π(θ | x), it is easy to see

that ri and Gi, i = 1, 2, . . . , nr, form the set of sufficient statistics for the posterior

π(θ | x). In other words, the posterior depends on x through ri and Gi. Thus, if

instead of the entire complete-data trajectory, x, only ri and Gi, i = 1, 2, . . . , nr are

provided, it is possible to obtain the posterior without any loss of information.

The CDIS posterior, π̂(θ | y), is just a weighted sum of the complete-data

posteriors. Thus, the only information needed to generate π̂(θ | y), is wk, k =

1, 2, . . . , Ns, and ri and Gi, i = 1, 2, . . . , nr. However, the weights do contain other

pieces of information. Assuming that it is possible to approximate the CDIS pos-
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terior, π̂(θ | y), further in the following manner

π̂(θ | y) =
Ns

∑
k=1

wk π(θ | xk)

≈ π(θ | x̄) (6.57)

in which, x̄ is some “approximation” of the weighted sum of the samples, xk,

k = 1, 2, . . . , Ns. Under some conditions, a possible approximation could be

x̄ = w1x1 ⊕ w2x2 ⊕ · · ·wNs xNs (6.58)

in which ⊕ denotes an “appropriate” combination of two “weighted” complete-

data trajectories. Another possibility is to choose only the sample with the highest

weight

x̄ = xj : wj > wk ∀ k = 1, 2, . . . , Ns (6.59)

Thus, if an approximation in Eq. (6.57) is possible, then we obtain a single term

which is a product of gamma distributions. Let

r̄i = ri(x̄) i = 1, 2, . . . , nr (6.60)

Ḡi = Gi(x̄) i = 1, 2, . . . , nr (6.61)

The approximate posterior in Eq. (6.57) may then be given as

π(θ | x̄) =
nr

∏
i=1

π(ki | x̄) (6.62)

π(ki | x̄) = Ga(ai + r̄i, bi + Ḡi) i = 1, 2, . . . , nr (6.63)

in which π(θ | x̄) is named the approximate direct (AD) posterior. The above

expression (which is the result of the sufficient statistics argument) indicates that
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a “suitable” weighted sum of xk, k = 1, 2, . . . , Ns, in Eq. (6.58), may be defined

only over the values of the sufficient statistics, i. e., ri and Gi, i = 1, 2, . . . , nr.

r̄i =
Ns

∑
k=1

wk ri,k (6.64)

Ḡi =
Ns

∑
k=1

wk Gi,k (6.65)

However, it appears that the weights still need to be computed. Equation (6.63)

suggests another method for approximating the posterior. it appears that the

form of the posterior is approximately “gamma-like” with two unknown param-

eters, r̄i and Ḡi. Note that r̄i denotes the average number of times reaction Ri,

i = 1, 2, . . . , nr occurred over the time interval [s0, sm]. Consider the following

thought experiment — the true parameter values, θ0 is provided; how can we

compute r̄i and Ḡi. The obvious (and naive) solution is to perform many SSA sim-

ulations to generate samples of x, then reject the simulations which do not agree

with the measurement data, y, and using only the accepted samples of x, compute

a simple average of ri. Similar arguments hold for Ḡi.

Let us consider the following series of examples. First, instead of measurement

data y, complete-data trajectory x is available. Then ri and Gi are known and sub-

stituting these values in the expression of AD posterior (in Eq. (6.63)), we indeed

obtain the true complete-data posterior, π(θ | x) (in Eqs. (5.22)-(5.23)). Thus, the

AD posterior agrees with the true posterior when complete data is provided.

Second, let us assume we do not have complete-data x. Instead, measurement

data y, with very high sampling frequency is available, i. e., ∆s � ε. In such a

case, it may be assumed that at most one reaction occurs per time interval. As

a result, we can obtain an almost exact estimate of ri. Since ∆s � ε, Gi may be

assumed fixed at the left-endpoint, with very little error. These values of ri and Gi
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may now be substituted back into the expression of AD posterior to obtain very

good estimates. Note that, as ∆s→ 0, y→ x =⇒ π(θ | x̄)→ π(θ | x).

Third, when the reaction kinetics is non-cyclical and full measurements are

available, then, irrespective of the value of ∆s, ri is known exactly (i. e. determin-

istically) by solving the stoichiometric equation in Eq. (5.8). In such a case, the

shape parameter of the AD posterior is known with absolute certainty. The rate

parameter which depends on Gi may now be approximated by assuming linearly

varying propensities, i. e., for the jth complete-data interval, x[sj−1,sj], j = 1, 2, . . . , m,

Gi =
∫ sj

sj−1

gi(x(t))dt

≈
gi(x(sj−1)) + gi(x(sj))

2
(sj − sj−1) (6.66)

Such an assumption is used by Wilkinson, 2012 [119] in a completely different

framework to generate an approximate proposal process (see Section 5.5). Obvi-

ously, other approximations for Gi may be obtained, for example, by assuming a

maximum number of reactions that can take place during a complete-data time

interval Reinker et al., 2006 [87] and integrating over reaction times using a trun-

cated gamma-distribution (see Section 6.1.2 and Appendix A).

Fourth, consider the remaining cases in which ri has to be sampled. A biased

estimate of the true posterior may be obtained by considering the minimum num-

ber of reactions Ri, i = 1, 2, . . . , nr. This assumption is similar to the parsimony

assumption of Reinker et al., 2006 [87]. Alternatively, if the available data has some

intervals with a small ∆s value, then an iterative procedure may be employed to

generate good estimates of (ri, Gi). Beginning with the most informative interval

(possibly with the smallest ∆s), estimate ri = ri,min and Gi using Eq. (6.66). Substi-

tuting these (ri, Gi) values into the expression of AD posterior, obtain the mode of
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Table 6.3: Parameter true values, AD estimates and prior parameters

Reactions Parameters True values MAP estimates Prior Parameters
θ0 θ̂AD θ̂prior a b

Reaction 1 k1 0.04 0.0318 15 1.01 0.00067

Reaction 2 k2 0.11 0.148 8 1.01 0.00125

Time taken= 0.008 seconds

AD posterior as θ̂. Given, θ̂, obtain better estimates of (ri, Gi).

In practice, it is observed that the above AD method produces reasonable esti-

mates when the following conditions hold

1. Non-cyclical kinetics

2. Full-measurements

3. High quality measurement data (small ∆s, multiple datasets)

Obviously, these restrictions make the AD method rather unusable. Before we

discuss this issue, I demonstrate the use of AD method for the same example in

Figure 5.1.

Table 6.3 shows the results of AD method. The marginal posteriors are pre-

sented in Figure 6.3 and the joint posterior in Figure 6.4. These results show an

excellent agreement with the exact method results. For these results, Eq. (6.66)

was used to compute Gi, i = 1, 2, . . . , nr. The most important feature, however,

is the amount of sampling time taken — only 0.008 seconds. Since no sampling

was required, the AD method provides a result instantaneously. Comparing these

results with MCMC-MH and CDIS method, we see a tremendous difference in

computational cost.

Coming back to the issue of usability, it is expected that if high quality mea-

surement data is available, then the average estimates of ri and Gi obtained using

the methods described above would provide reasonable parameter estimates, even
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Figure 6.3: Marginal priors and posteriors obtained using approximate direct (AD)
method

in the case of partial measurements and reversible kinetics. Further, in the pres-

ence of high-throughput data, all simulation methods, would require prohibitively

larger computational effort. In such cases, estimates obtained using AD methods,

though approximate, would provide tremendously quick results. An important

point to note is that simulating the entire complete-data trajectory x is the most

computationally expensive component of any simulation method. But, x is not

actually required. Instead only ri and Gi are required, Thus, instead of simulating

from π(x | θ, y), if we can sample from π(ri, Gi | θ, y) instead, it would be possi-

ble to obtain the posterior without any loss of information. Finally, this class of

methods is new and as more research effort is directed into understanding the

endpoint-conditioned stochastic processes, better estimates of ri and Gi, and in

turn of θ, will become available.
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Figure 6.4: Joint and posterior obtained using approximate direct (AD) method
with Ns = 104.

6.3 a simple example: final comparison

In this section, I compare the all the methods used to estimate the parameters from

the measurement data in Figure 6.5. Table 6.4 presents a summary of the param-

eter estimates obtained by each method along with the computational (sampling)

time taken by each method. Not surprisingly, the approximate direct (AD) method

takes almost no time because there is no sampling involved. In this example, the

reaction kinetics are not cyclical and full measurements are available, which means

that AD method requires no sampling at all. However, surprisingly, the param-

eter estimates and the marginal posteriors obtained using the AD method are an

excellent match to the exact method. The marginal posteriors produced by each

method is shown in Figures 6.6a-6.6b. The CDIS method (with Ns = 104 samples)

requires 10 times fewer samples and three times less computational time than the
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Table 6.4: Parameter true values and estimates from all methods

Reactions Parameters True values Exact MCMC-MH CDIS AD
Ns = 105 Ns = 104

θ0 θ̂exact θ̂MCMC-MH θ̂CDIS θ̂AD

Reaction 1 k1 0.04 0.0318 0.0295 0.0321 0.0318

Reaction 2 k2 0.11 0.148 0.150 0.148 0.148

Time taken (in seconds) - - 11,616 3,266 0.008

MCMC-MH method for a similar parameter estimate.

Also note that while the MCMC methods provide the posterior as a histogram,

the CDIS and AD methods provide the posterior as analytical expressions. These

expressions may be used to analytically evaluate the mean and variance of the pos-

terior and may be used for further analysis. The histogram provided by MCMC

methods has to be fitted with a function to allow such use. Further, as discussed in

Chapter 7, in many cases the dataset provides no information about the parame-

ters. Consequently, the marginal prior is returned as the marginal posterior. Since

the MCMC methods provide a histogram, far too many samples are required to

identify that the posterior is the same as the prior. The CDIS method on the hand

provides this information analytically.

This example allowed us to compare all the methods against the exact method,

thus providing an assurance of reasonable accuracy. In Chapter 7, I apply the

CDIS and MCMC-MH methods on two models from systems biology, which yield

further conclusions.
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Figure 6.5: Measurement data (y) simulated using true parameters, θ0 =

[0.04 0.11]T and the initial conditions X(0) = [7 8 0]T.
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Figure 6.6: Marginal priors and posteriors using all estimation methods
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7
PA R A M E T E R E S T I M AT I O N I N S Y S T E M S B I O L O G Y

Note: Parts of this chapter appear in Gupta and Rawlings, 2013 [43].

The reaction kinetics in systems biology (whether deterministic or stochastic) dif-

fer from the reaction kinetics in chemistry in one large respect – systems biology

models usually violate mass balance [36, 87, 81, 114, 39, 88, 14, 50, 105, 6, 119, 21].

Such reaction kinetics can result in an unbounded number of molecules (usually

as a result of a synthesis reaction) causing the state space S to become unbounded

as well. Violation of mass balance is an ease-of-use approximation in which we do

not explicitly model species (for example, amino acids and nucleic acids) that (1)

are present in large amounts, (2) are not expected to not vary appreciably, and (3)

are not critical to the reaction system we intend to model. Balancing the reactions

by explicitly modeling “missing” species does not improve the situation. The state

space, S, remains prohibitively large (though bounded) due to the species present

in large amounts and the increased number of species causes an unnecessary in-

crease in model complexity and computation. Unboundedness of state space, S,

usually rules out the application of exact and MCMC-Unif methods, except when

an analytical solution to Eq. (5.56) is available. Our first example, early viral gene
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expression, in Section 7.1 has this feature.

Another common feature that complicates parameter estimation is cyclical ki-

netics. Cyclical kinetics includes reversible reactions as well as oscillatory kinetics

such as the Lotka-Voltera model. We define cyclical kinetics as the set of reac-

tions whose transposed stoichiometric matrix νT has less than full column rank

(see Section 2.4). As discussed in Section 6.1.2 when νT does not have full column

rank, Eq. (5.8) cannot be solved uniquely for r, thus resulting in at least one degree

of freedom. In such a case, a large, possibly infinite, number of (hidden) reaction

events may occur between two measurements. As a result, the amount of hidden

data to be “averaged” over is much larger, which demands more computational

effort. The gene on-off example in Section 7.1 has this feature.

7.1 example 1: early viral gene expression

The motivation for this example comes from the virus infection experiments per-

formed in [107]. The following model describes the viral infection of a single

baby hamster kidney (BHK-21) cell by Vesicular stomatitis virus (VSV) . The rationale

behind this reaction mechanism comes from both the VSV-BHK biology and the

characteristics of the data.

V ka−→ G1

G1
ka−→ G2

· · ·

Gn−1
ka−→ Gn

Gn
ka−→ G

G kt−→ G + M

G kr−→ 2G

M
k f−→ M + P

G
kG−→ ∅

M
kM−→ ∅ (7.1)

P
kP−→ ∅

The viral infection process takes place in five distinct stages [94]: adsorption

to the host cell and entry, uncoating of the genome, transcription and translation,

genome replication, assembly and release of virus progeny. The first two stages,

namely, adsorption/entry and uncoating must occur before the viral genome un-
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dergoes transcription or replication. A delay is observed before viral protein be-

gins to appear.

In Eq. (7.1), V represents unactivated viral genome and G represents activated

viral genome. The species G1, G2, . . . , Gn represent various intermediate (or delay)

states of the viral genome. Unactivated viral genome, V, has to undergo adsorp-

tion, entry and uncoating before it is ready for transcription and replication. The

reactions in Eq. (7.1) converting V to G represent these initial stages of adsorption,

entry and uncoating. The species M and P represent RFP mRNA and red fluo-

rescent protein, respectively. The transcription reaction creates more mRNA, M

from activated genome G. Translation creates more red fluorescent protein, P from

mRNA, M. Observed RFP signal is proportional to the amount of red fluorescent

protein P present in the cell. Here any delays associated with maturation of the

RFP signal are embedded in the translation rate.

During the early stages of infection, the degradation of G, M, P is not im-

portant. Therefore, we further reduce the model in (7.1) to represent only the

early stages of infection and remove the delay states. This leads to the following

reduced model:

V ka−→ G

G kt−→ G + M

G kr−→ 2G

M
k f−→ M + P (7.2)

Using true parameter values θ0 as shown in Table 7.1 and an initial condition

of X(0) =
[

V0 G0 M0 P0

]T

=

[
10 0 0 0

]T

(corresponding to a multiplicity

of infection or MOI of 10), we generate six simulated trajectories with Gillespie’s

direct method [32]. These trajectories, shown in Figure 7.1, use the same random
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Table 7.1: True rate constants and gamma prior parameters

Reactions Parameters True values Prior Parameters
θ0 θ̂prior a b

Activation ka 0.15 10 1.01 0.0010

Transcription kt 0.02 20 1.01 0.0005

Replication kr 0.05 1 1.01 0.0100

Translation k f 1.00 30 1.01 0.0003

numbers but have different sampling frequency (∆s) and different number of time

points (m). Note that Figures 7.1a and 7.1b span the same time interval of [0, 20]

but Figure 7.1b has 20 times larger measurement frequency. The same is true for

the next two rows of Figure 7.1.

As we can see in (7.2), all reactions except the activation reaction violate mass

balance. This rules out the application of exact and MCMC-Unif methods and

we only compare the MCMC-MH and CDIS methods. We use a gamma prior

as described in Equation (5.1) with shape (a) and rate (b) parameters shown in

Table 7.1. The mode (or peak) of the gamma prior, denoted by θ̂prior is also shown

in Table 7.1. Note that θ̂prior is chosen to be very different than θ0 so as to not bias

the posterior towards the true values. The shape parameter is chosen so that the

prior is essentially uniform over a large range of parameter values.

We estimates the parameters for each of the six trajectories using both CDIS

(with N = 1000 samples) and MCMC-MH methods (with N = 10000 steps).

The resulting parameter estimates (MAP estimates) are shown in Table 7.2. The

marginal posteriors π(ki | y) are shown in Figure 7.2. As discussed before,

CDIS produces a semi-analytical expression for the marginal posterior while the

MCMC-MH method produces samples of θ, which are then binned to produce

the histogram. Parameter estimates for the CDIS method are obtained by numer-

ical optimization. The estimates for MCMC-MH method are obtained by simply

finding the bin with the largest probability (or height). Histogram estimation

suffers from the problem of bias-variance tradeoff [115, p. 303]. As a result,
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(b) m = 200, ∆s = 0.1
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(c) m = 6, ∆s = 2
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(d) m = 120, ∆s = 0.1
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(e) m = 5, ∆s = 2
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(f) m = 100, ∆s = 0.1

Figure 7.1: VSV early gene expression. True parameter values of θ0 =[
ka kt kr k f

]T
= [0.15 0.02 0.05 1]T. Initial condition of X(0) = [V0 G0 M0 P0]

T =

[10 0 0 0]T corresponding to an MOI of 10. m = number of points, ∆s = sampling
time.
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Table 7.2: Parameter estimates from CDIS and MCMC-MH. True values
(ka0, kt0, kr0, k f 0) = (0.15, 0.02, 0.05, 1).

Dataset CDIS (N = 1000) MCMC-MH (N = 10000)

(7.1a) (0.1674, 0.0124, 0.0411, 1.2767) (0.1457, 0.0117, 0.0380, 1.3568)
(7.1b) (0.1716, 0.0122, 0.0407, 1.3163) (0.1768, 0.0112, 0.0387, 1.3871)
(7.1c) (0.1825, 0.0096, 0.0572, 0.8019) (0.1907, 0.0082, 0.0597, 6.4541)
(7.1d) (0.1832, 0.0095, 0.0567, 1.2069) (0.1752, 0.0121, 0.0549, 1.1623)
(7.1e) (0.1994, 0.0001, 0.0778, 30.0000) (0.2012, 0.0006, 0.0700, 155.6734)
(7.1f) (0.2018, 0.0001, 0.0770, 30.0000) (0.2010, 0.0008, 0.0759, 166.1711)

MCMC-MH estimates have an inherent error corresponding to the width of the

bin (∼ 10−2 − 10−5 for this example). CDIS estimates in contrast are accurate up

to any desired level of accuracy (∼ 10−10 due to machine precision).

We begin by comparing the results for trajectories in Figures 7.1a and 7.1b.

Figures 7.2a and 7.2b show the corresponding marginal posteriors and priors.

In comparison to the posteriors the priors are essentially uniform, indicating that

the priors have little effect on the MAP estimates. The CDIS and MCMC-MH

methods agree quite well. The first two rows of Table 7.2 provide the parameter

estimates. The parameter estimates θ̂ are close to the true values θ0 indicating that

the estimation methods are reasonably accurate. For any statistical estimation

method, even the exact method, there is some estimator error (or bias) due to the

finite amount of data. Thus, we do not expect the estimates in Table 7.2 to track

the true values. However, we expect the parameter estimates, θ̂ to converge as the

number of samples (N) increases.

Note that increasing the number of measurements by a factor of 20 (from 7.1a

to 7.1b) does appreciably change the parameter estimates. Looking at the next

trajectory in Figure 7.1c we see that the CDIS and MCMC-MH posteriors for

translation rate constant, k f , are different (Figure 7.2c). In this case, increasing

the number of measurements causes the two posteriors to agree with each other

(Figure 7.2d). Looking at the corresponding parameter estimates in Table 7.2, we



146

can see that increasing the measurement frequency changes the estimates for k f

significantly but the other parameter estimates do not change. Finally, for the last

two trajectories in Figures 7.1e and 7.1f, increased measurement frequency does

not change the parameter estimates as well. However, for these trajectories, there

are two interesting outcomes – (1) the parameter estimates for kt and k f are very

different from their corresponding true values and (2) the posteriors for k f are the

same as the prior.

MCMC-MH and CDIS methods use the complete-data posterior π(θ | x) (in

Eqs. (5.22)-(5.23)) to generate an approximation of the required posterior π(θ |

y). Eq. (5.23) offers some explanation about behavior of estimates. The marginal

complete data posterior, π(ki | x) uses the information in x only through ri and Gi.

Here, ri is the number of times reaction Ri occurs in time interval [s0, sm] and can

be obtained uniquely by solving Equation (5.8) because νT has full column rank.

Changing the measurement frequency while keeping the same end points y0 and

ym does not change ri. But increasing the measurement frequency does provide

a better (lower variance) estimate of Gi (defined in Eq. (5.17)). This observation

explains why the increasing measurement frequency has a weak effect on the

posterior and estimates.

We now compare the data in Figures 7.1e, 7.1c, 7.1a. The trajectory in Fig-

ure 7.1e shows that the mRNA (M) and protein (P) measurements remain at zero

and neither transcription nor translation reaction events occur during the given

[0, 5] time interval. As a result, every (event data) sample x generated by the CDIS

or MCMC-MH method has r4 = 0 and G4 = 0. Looking back at Eq. (5.23), we

can see that this dataset provides no information at all for the translation reaction.

Consequently, the posterior of k f is exactly equal to the posterior. While the CDIS

method provides this information analytically, the MCMC-MH method provides

this information through samples of k f . In such a case, the model in (7.2) should

be further reduced by removing the translation reaction. While r2 is also equal
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Table 7.3: Sampling time (seconds per sample) for CDIS and MCMC-MH.

Dataset CDIS (N = 1000) MCMC-MH (N = 10000)

(7.1a) 0.54 0.12

(7.1b) 0.54 1.35

(7.1c) 0.30 0.06

(7.1d) 0.37 0.83

(7.1e) 0.30 0.05

(7.1f) 0.35 0.66

to zero, G2 > 0, which means that there is some information available regarding

the transcription rate constant kt. Consequently, the estimate k̂t in Table 7.2, while

being very different than kt,0, is not equal to k̂t,prior. Figures 7.1c and 7.1a have

larger (non-zero) (ri, Gi) values and provide better estimates.

In Table 7.3, we present the computational time spent in terms of seconds taken

to generate one sample of x for both methods. All simulations were performed

using Octave on an Intel(R) Core(TM) 2 Quad 8400 MHz, 8GB RAM machine

running Lubuntu 13.04. For both methods, the computational time per sample is

directly proportional to the number of time points, m and is (roughly) inversely

proportional to the sampling interval, ∆s. Table 7.3 shows that when m is low

(in 7.1a, 7.1c, 7.1e), the CDIS method takes much longer to generate one sample

of x than MCMC-MH. However, when m is high (in 7.1b, 7.1d, 7.1f), MCMC-

MH is slower than CDIS. Irrespective of the per sample computational time, CDIS

requires at least 10 times fewer samples than MCMC-MH. In fact, CDIS method

produces a semi-analytical posterior with just one sample while a large (∼ 1000)

samples are required to obtain a histogram using MCMC methods. Even further,

a significant number of samples (∼ 10− 50%) have to be burned-in while using

MCMC methods to ensure convergence of the Markov chain to stationarity. The

CDIS method, by contrast, may have problems with convergence if the importance

distribution q(x) is not “close enough” to the target distribution π(x | y). We have

not encountered convergence issues for this example.
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Figure 7.2: Marginal priors and posteriors obtained using CDIS and MCMC-MH.
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7.2 example 2: gene on-off

The RNA expression model was first proposed by Golding et al. [36] and later

studied by Reinker et al. [87] and Poovathingal and Gunawan [81]. This model, as

shown in reactions (7.3), has three species and three reactions.

DNAON
k1−→ DNAOFF

DNAOFF
k−1−→ DNAON (7.3)

DNAON
kt−→ DNAON + mRNA

As discovered by Golding et al. [36], the number of RNA molecules in a sin-

gle cell was around 0–10. This simple model also violates mass balance, which

makes the exact and MCMC-Unif methods inapplicable. In order to demonstrate

the exact and MCMC-Unif methods and compare them to MCMC-MH and CDIS

methods, we consider only the first two reactions in the model. This simplification

creates the reduced, gene on-off model presented in reactions (7.4).

DNAON
k1−→ DNAOFF

DNAOFF
k−1−→ DNAON (7.4)

While this model is no longer suited to study mRNA expression, it can be used to

study the switching – activation (ON) and deactivation (OFF) – of a gene. Since

this model now has only two parameters to be estimated, we can plot likelihood

and joint posterior values, which is another motivation for choosing this reduced

model.

We generate six simulated trajectories using true parameter values θ0 =

[
k1 k−1

]T

=[
0.03 0.01

]T

with Gillespie’s direct method [32], as shown in Figure 7.3. Trajec-

tories in the first column (Figures 7.3a, 7.3c, 7.3e) are simulated using an initial
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condition of X(0) =

[
DNAON,0 DNAOFF,0

]T

=

[
1 0

]T

, which corresponds to

only one copy of the gene. The second column (Figures 7.3b, 7.3d, 7.3f) is sim-

ulated using X(0) =

[
DNAON,0 DNAOFF,0

]T

=

[
5 4

]T

, which corresponds to

nine copies of the gene.

We begin by computing the likelihood π(y | θ) using the exact method as

described in Section 5.2 for each trajectory. The resulting three-dimensional like-

lihood plots, corresponding to each of the trajectory, are presented in Figure 7.4.

We can see that for the data in Figure 7.3a, the likelihood is essentially flat when

k−1 is small and k1 is large enough. The likelihood plots for Figure 7.3b and 7.3c

are flat when k−1 is small but have a peak in k1. The data in Figures 7.3d and 7.3e

produce likelihood curves, which are peaked in both k1 and k−1 while the data in

Figure 7.3f produces the most sharply peaked likelihood surface.

Intuitively, the likelihood in Figure 7.4a seems reasonable. The corresponding

trajectory in Figure 7.3a may be recreated, with probability 1, if we set k1 = ∞

and k−1 = 0, i. e., π

(
y | θ =

[
∞ 0

]T
)

= 1. Therefore, the only information we

can obtain is that k1 >> k−1; we cannot obtain independent estimates of both

parameters. Figure 7.3b has the same number of measurements as Figure 7.3a but

k1 = ∞ is no longer possible because we observe that R1 does not occur until

t = 2. This observation provides some information about k1. Since R2 does not

occur in Figure 7.3b, it is still possible for k−1 to be zero. Data in Figure 7.3c

has a large number of finely sampled measurements (m = 800, ∆s = 0.1) but it

still does not provide more information than Figure 7.3b, which has far fewer

measurements. Figure 7.3c indicates that the gene switched off (i. e., R1 occurred)

once around t = 15. While the increased measurement frequency provides an

accurate time of the switch (compared to Figures 7.3a and 7.3b), the trajectory

can still be simulated when k−1 = 0. Thus, 7.3c provides no information about

R2. In fact, a reduced model consisting of R1 alone may be used to explain this

data. Figure 7.3d has 10 times fewer measurements than Figure 7.3c and spans
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Figure 7.3: Gene on-off model. True parameter values of θ0 = [k1 k−1]
T =

[0.03 0.01]T. First column: X(0) = [DNAON,0 DNAOFF,0]
T = [1 0]T. Second col-

umn: X(0) = [DNAON,0 DNAOFF,0]
T = [5 4]T. m = number of points, ∆s =

sampling time.
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Figure 7.4: Gene of-off model. Exact likelihood plots for data in Figure 7.3
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the same time interval of [0, 80], but it provides a better estimate of k−1. This is

because both R1 and R2 occur often. Figure 7.3e also provides better estimates

for the same reason. Note that the data in Figures 7.3d and 7.3e do not allow the

possibility of k−1 = 0. Figure 7.3f provides the sharpest likelihood surface (and

the best estimates) among all trajectories in spite of having a sampling time of

∆s = 20.

Unlike the previous example, νT for this example does not have full column

rank. This means, as we intuitively expect, that we cannot uniquely obtain the

number of times each reaction occurred (i. e., ri) between two measurements. For

example, in Figure 7.3a, the number of times R1 and R2 occurred between t = 0

and t = 20 is given by (r1, r2) = (n+ 1, n), n = 0, 1, 2 . . .. Therefore, we define ri,min

as the observed (or minimum) number of times a reaction Ri must occur. As we

can see, for Figures 7.3a, 7.3c and 7.3b, (r1,min, r2,min) = (1, 0), which indicates that

these datasets do not provide information about k−1. Figures 7.3d, 7.3e and 7.3f

have larger (non-zero) values of (r1,min, r2,min) and provide better estimates.

We compare other estimation methods with the exact method for the data in

Figure 7.3d. The joint posterior for all four estimation methods is presented in

Figure 7.5. Parameter estimates obtained by (exact) maximum likelihood estima-

tion and other methods are provided in Table 7.4. The estimates obtained by exact

Bayesian estimation are close to the exact MLE estimates, which indicates that

the prior does not bias the estimation. The sampling times are also presented

in Table 7.4. MCMC-Unif method performs the worst due to slow mixing of the

Markov chain (see supplementary document). Further, the uniformization step is

extremely slow, which limits the number of Markov chain steps that can be used.

Detailed analysis of computation time required by uniformization and other sim-

ilar methods may be found in [56]. As we can see from Figure 7.5d, 1000 Markov

chain steps were not enough to produce a three-dimensional histogram. Conse-

quently, the MCMC-Unif estimates are not accurate. MCMC-Unif must be run
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Table 7.4: Parameter estimates and sampling time (seconds per sample) for Fig-
ure 7.3d. True values θ0 = (k1,0, k−1,0) = (0.03, 0.01).

Parameter Exact Exact CDIS MCMC-MH GibbsUnif
(MLE) (BE) (N = 100) (N = 1000) (N = 1000)

k1 0.0533 0.0534 0.0557 0.0556 11.9865

k−1 0.0103 0.0103 0.0111 0.0115 3.5485

Sampling time
(sec/sample)

– – 0.76 0.53 9.01

for a much larger number of steps to obtain reliable estimates. By contrast, CDIS

(N = 100 samples) and MCMC-MH (N = 1000 steps) estimates are close to the ex-

act (Bayesian) estimates. A burn-in of 100 steps was used for MCMC-MH method.

Variance in CDIS estimates (using N = 100 samples) was lower than the variance

in MCMC-MH estimates (using N = 1000 steps). Reducing the number of Markov

chain steps used by the MCMC-MH method increases the variance in the result-

ing histogram and parameter estimates. Thus, the CDIS method requires ten times

fewer number of samples compared to the MCMC-MH method to obtain the same

accuracy in estimates. The computational expense in terms of seconds/sample is

higher for CDIS compared to the MCMC-MH method but the overall computa-

tion time is still ∼ 85% lower for CDIS method than MCMC-MH method. In this

paper, we implemented the block update version of the Metropolis-within-Gibbs

style estimation methods (see Boys et al., 2008 [14] and Wilkinson, 2012 [119]). It

is possible that the reversible jump MCMC (RJMCMC) method [14] may perform

better. For cyclical kinetics, both the CDIS and the Metropolis-within-Gibbs style

methods require a tuning parameter to generate samples of ri. We followed the

recommended tuning parameter as suggested by Boys et al. [14], Wilkinson [119].

More details are provided in the supplementary document. The marginal poste-

riors for both parameters are presented in Figure 7.6. We used a =

[
1.01 1.01

]T

,

b =

[
0.00067 0.00125

]T

as the parameters for gamma prior.
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7.3 experimental and model design

Only a limited number of measurements can be performed in the laboratory due

to resource limitations. The analysis presented in the previous section may be

used to develop general guidelines on both experimental and model design that

aid in parameter estimation. As we have shown, performing more measurements

at a higher frequency does not necessarily improve estimates of some parameters.

In both examples, we obtained inaccurate estimates of a rate constant ki when the

corresponding reaction Ri was not observed to occur, i. e., ri,min was zero. In cases

where both ri and Gi are zero, we obtained no information about the rate constant

at all (see data in Figure 7.1c). Note that Gi is zero indicating that the reaction

cannot occur during the corresponding time interval and therefore implies that

ri = 0, but the converse does not hold.

In order to obtain good estimates, our aim is to ensure large values of both

ri,min and Gi by designing the experiment (i. e., manipulating the times at which

measurements are taken). The guidelines we provide here are specific to stochas-

tic chemical kinetic models and are not applicable during the exploratory phase

of research when no reliable information is available about the system being mea-

sured. These guidelines are useful in the later stages of experimentation when we

have a set of candidate reaction models in mind.

(1) Since the parameter estimation depends on Gi (Equation (5.17)), it is more

important to measure the reactants than the products. If the reactants are not

measured, then the numbers of reactant molecules have to be inferred using Equa-

tion (5.8) and statistical sampling, thereby increasing the computational burden.

(2) Measuring a reactant species that remains at zero does not provide informa-

tion about the corresponding reaction(s). As we have seen in Section 7.1, the

mRNA (M) remains at zero in Figures 7.1e and 7.1f. The corresponding estimates

of translation reaction rate constant k f were close to zero. The measurement effort
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spent during the interval [0, 10] when M was at zero, could have been better spent

later during the experiment when the M was large enough. In some experiments,

the measurements are left-censored, i. e., we cannot measure them accurately until

the measurement is above a certain threshold value. Obviously, measuring left-

censored values provides little information, which is especially true for a stochas-

tic chemical kinetic model. (3) Estimation of a rate constant is difficult when

we do not observe the occurrence of the corresponding reaction event. We have

shown in Section 7.2 that estimates of k−1 were close to zero until we were able

to observe R2 occurring, i. e., until r2,min > 0. The same is true for the data in

Figure 7.1e. For the early viral gene expression example (Section 7.1), we know

from VSV-BHK biology that the translation occurs later in the experiment, which

allows us to reserve more resources for later measurements. For systems like the

gene on-off model (Section 7.2), the “gene switching on reaction” (R2) does not

have such time dependence. Thus, the only way to observe the reaction events oc-

cur is by increasing the number of measurements. From the data in Figures 7.3d

and 7.3f, we can see that it is better to perform the same number measurements

spread sparsely over a longer period of time instead of finely spread over a shorter

period of time. (4) Increased measurement frequency does provide some benefit.

Likelihood plots in Figures 7.4a and 7.4c show that increased measurement fre-

quency does improve the estimate of k1. This increased measurement frequency

does not change the observed number of events, r1,min, but it does improve the

value of G1, thus providing the improvement.

It is also important to choose the correct set of models for which to estimate

parameters. If the model has a νT with full column rank, then we can obtain the

number of observed reaction events uniquely (i. e., ri = ri,min) using the data and

Equation (5.8). If we can further identify that Gi is zero for a particular reaction

(for example, k f in Figures 7.1e and 7.1f) then the data provides no information

about the corresponding reaction, and we should simplify the model by removing
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the reaction. Even if Gi > 0 but ri = 0, then the estimate of the corresponding

reaction rate constant is likely to be zero (for example, kr in Figures 7.1e and 7.1f)

and this reaction may be removed as well. If the model’s νT does not have full

column rank, the observed number of reaction events ri,min provides similar guide-

lines. Using the exact likelihood method, we observed that estimates of k−1 were

zero when r2,min = 0. In such cases, the “gene switching on” reaction R2 may be

removed to simplify the model.
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8
C O N C L U S I O N S A N D F U T U R E D I R E C T I O N S

8.1 contributions

Reduced kinetics using sREA reduction. In Chapter 4, I demonstrate the use

of both deterministic and stochastic versions of the reaction equilibrium assump-

tion. It is known that the application of dREA produces a reduced reaction kinetics

which is highly desirable for understanding and parameter estimation. But a cor-

responding reduced kinetics was not available using sREA. I show that for a linear

example, the sREA-reduced equations correspond to the dREA-reduced kinetics.

Further, I show via a counter example that this result does not hold for nonlinear

kinetics.

Overview of parameter estimation methods in stochastic kinetic models. In

Chapter 5, I present a range of known parameter estimation methods in a con-

sistent, comprehensive manner with common notation. Such a monolithic text is

not present in the literature. I present a common example to compare all methods

and present counter examples to demonstrate the weaknesses of these methods.

Valuable insight into these methods that is not mentioned elsewhere, is presented
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and is then fruitfully used in Chapter 6.

New methods for parameter estimation in stochastic kinetic models. Chapter 6

is the main contribution of this dissertation. Two new classes of parameter estima-

tion methods are developed. The CDIS method, based on importance sampling,

provides a very accurate semi-analytical posterior distribution with desirable con-

vergence properties, at a reduced computational cost when compared to literature

methods. The AD method, though approximate, is extremely fast compared to

almost any other method, and still provides the entire posterior. The AD method

is shown to converge to the true (complete-data) posterior in the limit of contin-

uously sampled data. Comparison of all methods using a common example is

provided.

Examples in systems biology. Parameter estimation methods are applied to two

examples in systems biology. A new model of viral RFP gene expression is pre-

sented. The other example is adapted from literature. Guidelines on experimental

and model design that are specific to the stochastic chemical kinetic model are

presented.

8.2 future research directions

Experimental design. This dissertation provides some guidelines on experimen-

tal design. More research is required in order to obtain the maximum information

from a limited number of experiments. Much of the literature is focused on exper-

iments that permit factorial design. Only scarce literature is available for design-

ing experiments that measure continuously-valued variables over continuously-

valued time. Once preliminary experiments have been performed and a candidate

set of models is identified, systematic methods (for example, entropy minimiza-
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tion) must be used to fully utilize the limited resources.

Experimental techniques. In order to understand biological phenomena at low

number of molecules, better measurement techniques need to be developed. Specif-

ically, systematic characterization of measurement noise and single-molecule res-

olution live-cell imaging [80, see discussion] would provide an enviable wealth of

data.

Endpoint-conditioned methods. It was repeatedly discussed in Chapters 5 and 6

that the major bottleneck in parameter estimation is the endpoint-conditioned

distribution, π(x | θ, y). Unlike the research on forward simulation, surprisingly

scant effort has been spent on simulating from and understanding the endpoint-

conditioned distribution. π(x | θ, y) appears to be an unwieldy distribution which

does not yet have an analytical expression. The few methods available for exact

simulation from π(x | θ, y) suffer from severe limitations and are not suited for

stochastic chemical kinetic models. An analytical expression for π(x | θ, y) or

a fast method to sample from π(x | θ, y) would make the parameter estimation

problem much easier.

Approximate parameter estimation methods. Approximate parameter estimation

methods, like the AD method in Chapter 6, are extremely valuable. It is expected

that more high throughput but incomplete data will be available in the future. All

simulation methods, though accurate, would require enormous amount of com-

putation to “fill-in” the missing data and therefore would be inapplicable, even

with the availability of a faster endpoint-conditioned simulation methods. Much

faster approximate methods that converge to the true posterior in the limit of infi-

nite (but finitely sampled) data are poised to become the most attractive methods.
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Proofs of convergence rates, error/variance bounds. The two new methods pre-

sented in this dissertation, being new, do not yet have the guarantees of some

literature methods. For example, the convergence rate of the CDIS posterior, an

upper bound on the variance of the CDIS estimator are desirable to obtain. Error

bounds on the estimates of ri and Gi, i = 1, 2, . . . , nr, when using the AD method

would help us determine the range of its applicability.

Measurement noise. The methods describe in this dissertation are not directly

applicable for measurements with measurement noise. Modifications of these

methods are required to deal with measurement error. Advances in measurement

techniques have allowed single-molecule resolution [36, 75], and it is expected

that continued improvements would provide measurements at low-copy numbers

with negligible noise. In any case, the methods presented in this dissertation

would serve as a foundation for future methods.

Generalized parameter estimation methods. The methods described in this dis-

sertation derive their power by deeply exploiting the structure of stochastic chem-

ical kinetic model. These methods are not applicable when the key assumptions

change (for example, separable propensity, homogeneity of the Markov chain).

While, these assumptions are much closer to the norm than being far from it, gen-

eralized methods that do not require these assumptions, will also find place in the

literature.

Better software tools for parameter estimation in deterministic models. The

tools available for parameter estimation in deterministic reaction models are basi-

cally a mixture of individual tools — the ODE solver and the optimizer. Integra-

tion of these tools would help immensely in automating the process of parameter

estimation. Further, these tools are generic in nature, i. e., they are not designed
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specifically to estimate parameters from reaction models. Software tools are re-

quired that handle timescale separation, provide good methods for obtaining ini-

tial guesses, with integrated optimizer, ODE solver and automatic differentiation.

Deterministic models to explain phenotypic bifurcation. It is now accepted that

the inherent randomness of a biological system at low number of molecules is

the reason behind the phenotypic bifurcation. However, it is possible that a de-

terministic model with unmodeled (unmeasured, unknown) reactive species may

result in a similar behavior. Thus, it is worth exploring if a deterministic model

exists which has a partially modeled state and unknown (but deterministic) initial

conditions and can explain phenotypic bifurcation. If such deterministic models

are found reasonable, further experiments would be required to identify the true

model of biological process.
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A
D I S T R I B U T I O N S C O M P O S E D O F E X P O N E N T I A L LY

D I S T R I B U T E D R A N D O M VA R I A B L E S

In a system of stochastic chemical reactions, the time to the next reaction is dis-

tributed exponentially with the total reaction propensity as the distribution pa-

rameter. Let a random variable V denote the time to next reaction and h0(x(t), θ)

denote the total reaction propensity. Then,

V ∼ Exp (h0(x(t), θ)) (A.1)

Note that the mean of an exponentially distributed random variable is the inverse

of the distribution parameter. Also note that an exponentially distributed random

variable is also gamma-distributed as given by

V ∼ Exp (λ) = Ga (1, λ) . (A.2)

As mentioned in the Section 1.2, I use the shape-rate representation of gamma

distribution .

The description of the stochastic parameter estimation method in Chapters 5

and 6, it is required to evaluate and sample from joint distributions of exponen-
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V1 V3 VnVj· · · · · ·V2

T1 T2 T3 Tj−1 Tj Tn−1 Tn0

Figure A.1: Schematic of combination of exponential random variables

tially distributed random variables. In this appendix, I will describe many such

cases.

a.1 truncated gamma distribution

I define a truncated gamma random variable as a gamma-distributed random variable

that is conditioned as follows

T | T ≤ s (A.3)

T ∼ Ga(·, ·), s > 0 (A.4)

Below, I develop the probability density and cumulative distribution functions of

the truncated gamma random variable using exponential random variables. A

method to sample from the truncated gamma distributions is also presented.

Let Vj, j = 1, 2, . . . , n, n ≥ 1, be independently and identically distributed

exponential distributions with the same distribution parameter λ > 0.

Vj ∼ Exp(λ) j = 1, 2, . . . , n (A.5)

Vi ⊥⊥ Vj if i 6= j (A.6)

Let Tj, j = 1, 2, . . . , n be the cumulative (see Figure A.1), defined as

Tj = V1 + V2 + · · ·+ Vj =
j

∑
i=1

Vi (A.7)

Tn = V1 + V2 + · · ·+ Vn =
n

∑
j=1

Vj (A.8)
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Then, the distribution of Tn is given as [119, p. 95]

Tn ∼ Ga(n, λ) λ > 0 (A.9)

fTn(tn) =


λn

Γ(n) tn−1
n e−λtn tn > 0

0 tn ≤ 0
(A.10)

Renaming Tn as T for convenience and assuming s > 0, truncated gamma random

variable, T | {T ≤ s}, has the following probability density function (pdf)

fT|{T≤s}(t) =
P{T ≤ s | T = t} fT(t)

P(T ≤ s)
(A.11)

If t ≤ s then P{T ≤ s | T = t} = 1, otherwise P{T ≤ s | T = t} = 0. Therefore,

fT|{T≤s}(t) =


fT(t)

P(T≤s) t ≤ s

0 t > s
(A.12)

Since Vj > 0, j = 1, 2, . . . , n, T > 0, hence fT(t) = 0, ∀t < 0. Substituting Eq. (A.10),

we obtain

fT|{T≤s}(t) =


λn

Γ(n)
tn−1e−λt

FT(s)
0 ≤ t ≤ s

0 otherwise
(A.13)

in which, the cumulative distribution function (cdf) of T is

FT(s) = P(T ≤ s) =
∫ s

0

λn

Γ(n)
tn−1e−λtdt (A.14)
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Equivalently,

fT|{T≤s}(t) =


tn−1e−λt∫ s

0 zn−1e−λz 0 ≤ t ≤ s

0 otherwise
(A.15)

Finally, the conditional cdf of truncated gamma distribution, T | {T ≤ s} is given as

FT|{T≤s}(t) =



∫ t
0 zn−1e−λz∫ s
0 zn−1e−λz 0 ≤ t ≤ s

1 t ≥ s

0 t < 0

(A.16)

We can see that when t ≥ s,

FT|{T≤s}(t) = P{T ≤ t | T ≤ s}

=
P({T ≤ t} ∩ {T ≤ s})

P(T ≤ s)
=

P(T ≤ s)
P(T ≤ s)

= 1 (A.17)

a.1.1 Lower incomplete gamma function

The lower incomplete gamma function, γ(n, t), is defined as

γ(n, t) =
∫ t

0
zn−1e−zdz (A.18)

Consider the numerator in Eq. (A.16),

Inum =
∫ t

0
zn−1e−λzdz
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Using a change in variable y = λz (λ > 0)

Inum =
1

λn

∫ λt

0
yn−1e−ydy

=
γ(n, λt)

λn

Similarly, the denominator in Eq. (A.16),

Iden =
γ(n, λt)

λn

Substituting the values of Inum and Iden from the above two equations into Eq. (A.16)

we obtain the following formulation of the cdf

FT|{T≤s}(t) =



γ(n,λt)
γ(n,λs) 0 ≤ t ≤ s

1 t ≥ s

0 t < 0

(A.19)

Another way to represent the pdf and cdf is

fT|{T≤s}(t) =


0 t < 0

fT(t)
FT(s)

0 ≤ t ≤ s

1 t ≥ s

(A.20)

FT|{T≤s}(t) =


0 t < 0

FT(t)
FT(s)

0 ≤ t ≤ s

1 t ≥ s

(A.21)
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a.1.2 Sampling from truncated gamma distribution

Let U ∼ U[0, 1] be a uniformally distributed random variable which may be easily

generated using the rand function in Octave. Then, a sample of the truncated

gamma random variable may be obtained by inverting the cdf [119, p. 101]

T = F−1
T|{T≤s}(U) (A.22)

If the form in Eq. (A.21) is used, the inversion may be done as

t = F−1
T (uFT(s)) (A.23)

in which T ∼ Ga(n, λ) and u is a sample of U. The Octave code for this inversion

is very simply

t = gaminv( rand * gamcdf(s, n, 1/lambda), n, 1/lambda )

But the code above fails when uFT(s) is smaller than machine precision (about

10−16) which happens frequently. In such a case, the formulation based on lower

incomplete gamma functions, in Eq. (A.19) may be used. See [24] for details on

lower incomplete gamma functions. Alternatively, the nonlinear equation

FT(t) = uFT(s) (A.24)

has a unique solution for t ∈ [0, 1] and may be solved for t numerically using a

bijection algorithm.

a.2 hypoexponential distribution

In this section, I discuss a generalized version of Section A.1. Let Vj, j = 1, 2, . . . , n,

n ≥ 1, be independently and identically distributed exponential distributions with



172

parameters λj > 0, j = 1, 2, . . . , n.

Vj ∼ Exp(λj) j = 1, 2, . . . , n (A.25)

Vi ⊥⊥ Vj if i 6= j (A.26)

Let Tj, j = 1, 2, . . . , n be the cumulative (see Figure A.1), defined as

Tj = V1 + V2 + · · ·+ Vj =
j

∑
i=1

Vi (A.27)

Tn = V1 + V2 + · · ·+ Vn =
n

∑
j=1

Vj (A.28)

Then, the distribution of Tn is given as (Smaili et al., 2013 [100], Bolch et al.,

2001 [12])

Tn ∼ HypoExp(λ1, λ2, . . . , λn) λj > 0, j = 1, 2, . . . , n (A.29)

fTn(tn) =


−αnetnΛn Λn1n tn > 0

0 tn ≤ 0
(A.30)

in which,

αn =

[
1 0 0 · · · 0

]
∈ Rn (A.31)

Λn =



−λ1 λ1 0 · · · 0 0

0 −λ2 λ2 · · · 0 0

0 0 −λ3 · · · 0 0
...

...
...

...
...

...

0 0 0 · · · −λn−1 λn−1

0 0 0 · · · 0 −λn


∈ Rn×n (A.32)
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1n =



1

1
...

1


∈ Rn (A.33)

a.2.1 Hypoexponential Shift identity

In this section, I present an identity involving an integral of the Hypoexponential

density function. This identity allows the analytical computation of the cdf of a

Hypoexponential distribution.

Proposition A.1 (Shift Identity). Let Tj and Tj+1 be random variables distributed

as

Tj ∼ HypoExp(λ1, λ2, . . . , λj) (A.34)

Tj+1 ∼ HypoExp(λ1, λ2, . . . , λj, λj+1) (A.35)

λj > 0 ∀j

with the pdfs denoted by fTj and fTj+1 , respectively. Then,

∫ s

0
eλj+1t fTj(t)dt =

1
λj+1

eλj+1s fTj+1(s) (A.36)

Proof. Let Vj, j = 1, 2, . . . , n + 1, n ≥ 1, be independently and identically dis-

tributed exponential distributions with parameters λj > 0, j = 1, 2, . . . , n + 1.

Vj ∼ Exp(λj) j = 1, 2, . . . , n + 1 (A.37)

Vi ⊥⊥ Vj if i 6= j (A.38)
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Let Tj, j = 1, 2, . . . , n + 1 be the cumulative, defined as

Tj = V1 + V2 + · · ·+ Vj =
j

∑
i=1

Vi (A.39)

Tn = V1 + V2 + · · ·+ Vn =
n

∑
j=1

Vj (A.40)

Let A denote the event

A = {Tn ≤ u} ∩ {Tn+1 ≥ u} (A.41)

Then, for any j = n− 1, n− 2, . . . , 1,

fTj|{Tj+1,...,Tn,A} =
fTj,Tj+1,...,Tn,A

fTj+1,Tj+2,...,Tn,A

=
P{A | Tj = tj, . . . , Tn = tn}

P{A | Tj+1 = tj+1, . . . , Tn = tn}
fTj,Tj+1,...,Tn

fTj+1,Tj+2,...,Tn

=
fTj,Tj+1,...,Tn

fTj+1,Tj+2,...,Tn

=
fTn|{Tj,Tj+1,...,Tn−1}

fTn|{Tj+1,Tj+2,...,Tn−1}

fTn−1|{Tj,Tj+1,...,Tn−2}

fTn−1|{Tj+1,Tj+2,...,Tn−2}
. . .

. . .
fTj+1|{Tj}

fTj+1

fTj

=
fTj+1|{Tj}

fTj+1

fTj

=
fVj+1(tj+1 − tj) fTj(tj)

fTj+1(tj+1)
(A.42)

Since the fTj|{Tj+1,...,Tn,A} is a density in Tj,

1 =
∫ tj=∞

tj=−∞
fTj|{Tj+1,...,Tn,A} dtj (A.43)



175

Substituting the above simplified expression,

1 =
∫ tj=∞

tj=−∞

fVj+1(tj+1 − tj) fTj(tj)

fTj+1(tj+1)
dtj

=
∫ tj=tj+1

tj=0

λj+1eλj+1(tj+1−tj) fTj(tj)

fTj+1(tj+1)
dtj

fTj+1(tj+1)eλj+1tj+1 =
∫ tj+1

0
λj+1eλj+1tj fTj(tj) dtj∫ tj+1

0
eλj+1tj fTj(tj) dtj =

1
λj+1

fTj+1(tj+1)eλj+1tj+1 (A.44)

Replacing tj+1 by s and tj by t in the above equation,

∫ s

0
eλj+1t fTj(t) dt =

1
λj+1

fTj+1(s)e
λj+1s (A.45)

Corollary: Note that, when λj+1 = 0, the right-hand side of the shift identity may

be defined as the following limit

lim
λj+1→0

1
λj+1

fTj+1(s)e
λj+1s = lim

λj+1→0

fTj+1(s)
λj+1

(if the limit exists)

= lim
λj+1→0

−αj+1esΛj+1 Λj+11j+1

λj+1
(A.46)

Note that

Λj+11j+1 = −λj+1β j+1 (A.47)

β j+1 =



0

0
...

1


∈ Rj+1 (A.48)
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Substituting back into Eq. (A.46),

lim
λj+1→0

1
λj+1

fTj+1(s)e
λj+1s = αj+1esΛj+1 β j+1 (A.49)

Thus, for λj+1 = 0, the shift identity may be written as

∫ s

0
fTj(t) dt = αj+1esΛj+1 β j+1 (A.50)

a.3 conditioned hypoexponential distribution

Let Vj, j = 1, 2, . . . , n + 1, n ≥ 1, be independently and identically distributed

exponential distributions with parameters λj > 0, j = 1, 2, . . . , n + 1.

Vj ∼ Exp(λj) j = 1, 2, . . . , n + 1 (A.51)

Vi ⊥⊥ Vj if i 6= j (A.52)

Let Tj, j = 1, 2, . . . , n + 1 be the cumulative, defined as

Tj = V1 + V2 + · · ·+ Vj =
j

∑
i=1

Vi (A.53)

Tn = V1 + V2 + · · ·+ Vn =
n

∑
j=1

Vj (A.54)

Let A denote the event

A = {Tn ≤ s} ∩ {Tn+1 ≥ s} (A.55)

Then, the distribution of Tn | A is given by

fTn|A(tn) =


eλn+1tn fTn (tn)∫ s
0 eλn+1tn fTn (tn)

0 ≤ tn ≤ s

0 otherwise
(A.56)
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Using the shift identity from Section A.2.1, the distribution of Tn | A may be

simplified to

fTn|A(tn) =


λn+1

eλn+1tn fTn (tn)

eλn+1s fTn+1 (s)
0 ≤ tn ≤ s

0 otherwise
(A.57)

This expression may now be used to sample Tn | A.
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ABC, see approximate Bayesian compu-

tation

acceptance probability, 99

acceptance/rejection sampling, 127

AD, see approximate direct method

ADOL-C, 26

algebraic constraint, 39

approximate Bayesian computation, 48

approximate direct method, 128

assumption

separable propensity, 55

autocorrelation plots, 91

automatic differentiation, 26

Avagadro’s constant, 77

Avagadro’s number, 9

average reaction rate, 14

Bayes’ rule, 56, 64

Bayesian estimation, 48

approximate, 48

Bayesian inference, see Bayesian estima-

tion

BE, see Bayesian estimation

burn-in, 91

CDIS, see conditional density importance

sampling

Chapman-Kolmogorov equations, 66

Chemical Master Equation, 17, 37

CME, see Chemical Master Equation

complete reaction event data, 54

complete-data, 51, 52

distributions, 55

interval, 92

likelihood, 55

marginal likelihood, 57

marginal posterior, 57

posterior, 56, 130

trajectory, 52, 92

conditional density importance sampling,

84, 127

conditional sampling importance sam-

pling, 107

conditioned
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Hypoexponential distribution, 126,

176

continuum assumption, 9, 47

cvodes, 25

cyclical kinetics, 20

DA, see data augmentation

data augmentation, 105

direct method, 19, 142

discrete event simulation, 19

discrete time simulation, 18

discrete-time data, 60

distribution

normal, 23

dQSSA, 32

dREA, 32, 34

reduced kinetics, 36

effective rate constant, 36, 44

endpoint-conditioned simulation, 87, 94

bisection sampling, 95

direct sampling, 95

modified rejection sampling, 95

naive rejection sampling, 95

uniformization, 95

equilibrium constant, 34

estimator bias, 75

experimental design, 158

extent

fast, 42

slow, 40

space, 42

first reaction method, 19

fluorescence microscopy, 47

full measurements, 68, 119, 134

gamma

distribution, 49, 166

function, 169

prior, 49

rate parameter, 49, 60

shape parameter, 49, 60

truncated distribution, 127, 167

gene

expression, 47, 141

genome, 27, 141

Gibbs sampling, 48, 88

Gillespie’s algorithm, 10, 142

hazard rate, 5, 54

constant, 12

HCV, 1

Hepatitis C, 1

Hessian, 24, 25

histogram estimation, 90, 143

bias-variance tradeoff, 143

HIV, 1, 10

Hypoexponential distribution, 126, 171
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conditioned, 126, 176

shift identity, 173

iid, 23

importance function, 113

importance sampling, 105

initial conditions

adjusted, 44

intrinsic noise, 10, 47

KFE, see Kolmogorov’s forward equation

kinetics

cyclical, 20, 50, 120, 141

linear, 34

non-cyclical, 20, 119, 134

nonlinear, 43

Kolmogorov’s forward equation, 17, 67

least squares, 21, 79

likelihood

negative log, 24

Lotka-Volterra, 141

lsode, 25

MAP, see maximum a posteriori estimate

marginal likelihood

complete-data, 57

measurement-data, 110

marginal posterior

complete-data, 57

Markov chain, 18, 64

continuous-time, discrete-state, 18,

64

discrete-time, continuous-state, 90

time homogeneous, 65

Markov Chain Monte Carlo, 48, 87

with Metropolis-Hastings, 100

with Uniformization, 96

Markov property, 92

matrix exponential, 68

maximum a posteriori estimate, 57

maximum likelihood estimation, 23, 48

MCMC, see Markov Chain Monte Carlo

MCMC-MH, 97, 100

MCMC-Unif, 87, 96

measurement-data, 61

distributions, 64

likelihood, 67

marginal likelihood, 110

measurements

full, 68, 119, 134

partial, 68, 121

Metropolis-Hastings, 87

algorithm, 97

MH, see Metropolis-Hastings

MLE, see maximum likelihood estima-

tion

model
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full, 31, 32

reduced, 31, 32, 38

reduction, 31

model design, 158

modified next reaction method, 19

monomolecular reaction, 14

mRNA, 27

transcripts, 47

negative log-likelihood, 24

next reaction method, 19

non-cyclical kinetics, 20

nonlinear

optimizer, 25

normal distribution, 23

ODE

augmented system of, 25

solver, 16, 25, 76

stiff, 27

optimization problem, 21

optimizer

nonlinear, 25, 76

SQP, 26

ordinary differential equations, 10

parameter estimation

deterministic, 21

stochastic, 47

parest, 25

partial measurements, 68, 121

phenotypic bifurcation, 10

example, 83

PMDA, see poor man’s data augmenta-

tion

point estimates, 87

Poisson distribution, 121

Poisson process, 19

poor man’s data augmentation, 105

posterior

complete-data, 56

full, 89

histogram, 91

marginal, 90

prior

conjugate, 49

gamma, 49

propensity

rateless, 55

separable, 55

proposal function, 98

QSSA, see quasi steady state assumption

quasi steady state assumption, 32

deterministic, 32

stochastic, 32

rate constant

deterministic, 12, 76
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effective, 36

stochastic, 76

REA, see reaction equilibrium assump-

tion

reaction

elementary, 50, 55

events, 19

extents, 37

kinetics, 11

monomolecular, 14, 79

parameter, 5, 12

propensity, 5, 13, 17, 54, 55

rate, 5, 14

rate constant, 5, 12

sequence, 122

reaction equilibrium assumption, 32

deterministic, 32, 34

stochastic, 32, 36

reaction event data

complete, 54

red fluorescent protein, 142

reduced

evolution equation, 39

reduced kinetics

dREA-, 36, 40

sQSSA-, 33

sREA-, 33

replication, 71

reverse conditional, 110

RFP, see red fluorescent protein

sampling-importance-resampling, 105

sensitivity

equations, 24

matrix, 24

separable propensity, 55

sequential importance sampling, 108

sequential quadratic programming, 26

single cell, 47, 151

SIR, see sampling-importance-resampling

SIS, see sequential importance sampling

software

ADOL-C, 26

Octave, 26

parest, 25

SUNDIALS, 25

SQP, see sequential quadratic program-

ming

sqp, 26

sQSSA, 32

reduced kinetics, 33

sREA, 32, 36

reduced kinetics, 33

SSA, see stochastic simulation algorithm

staircase plot, 52

state space, 64

infinite, 71
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stationary distribution, 90

convergence to, 91

stiffness

deterministic, 31

stochastic, 31

stochastic simulation algorithm, 10

approximate, 19, 31

direct method, 19, 142

first reaction method, 19

modified next reaction method, 19

next reaction method, 19

stoichiometric matrix, 11, 51

transposed, 20, 53

sufficient statistics, 60, 130

SUNDIALS, 25

systems biology, 1, 10, 49, 71, 140

target distribution, 105

time homogeneous, 65

timescale

fast, 30, 36

separation, 19, 30

slow, 30, 36

trace plots, 91

transcription, 28, 141

transition

kernel, 64

matrix, 65

rate matrix, 66

translation, 141

truncated

gamma distribution, 127

tuning distribution, 120

uniformization, 87

Vesicular stomatitis virus, 10, 141

virus, 1

gene expression, 141

Vesicular stomatitis, 10, 141

VSV, see Vesicular stomatitis virus, 27

genome, 27
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